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Abstract

Nowadays, due to the urbanization processes, the big cities’ road network
became more crowded. On the road network more and more traffic conges-
tions can be observed, which are leading to environmental degradation and
significantly reducing the quality of life of every city inhabitant. Traffic jams
also have severe economic costs.

For the big cities, it is crucial to reduce the number of emerging traffic
congestions and to moderate the congestions’ negative effects. Thanks to
the rapid development of the road infrastructure, more and more traffic data
is becoming available, which can be utilized to optimize the traffic control
management. Smart methods could be used in intelligent transportation
systems to eliminate traffic congestions. This dissertation is focused on the
analysis of traffic data collected from smart cities’ infrastructure and the
development of machine learning based prediction and anomaly detection
methods for traffic management systems.

In my dissertation, I first dealt with the propagation patterns of traffic
congestions. My goal was to create a traffic prediction model, which can
incorporate real-time traffic congestion data to improve prediction accuracy
on frequently congested roads. To accomplish this, I first designed a novel
algorithm, which finds frequent congestion patterns with linear time complex-
ity in massive traffic datasets. This is used together with another method of
mine, which effectively determines the expected propagation times and prob-
abilities of the identified propagation patterns. Finally, I created a hybrid
prediction model that can accurately forecast the next traffic states integrat-
ing congestion information. My studies showed that the use of congestion
data significantly improves the accuracy of the forecasts. The accurate traf-
fic forecast can support traffic management systems in managing the road
network and allocating resources systematically.

Since traffic incidents are one of the major causes of traffic jams, my next
goal was to develop a real-time automatic incident detection algorithm that
identifies incidents more reliable than other methods from the literature. My
method uses a new transient based approach, which focuses on the changes
in traffic. I also created a public incident dataset using real traffic data as the
available datasets were too small to build an accurate method. Besides the
detection method, I designed another algorithm to discover the propagation
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of incidents’ effect. In order to reduce the negative effects of unexpected
traffic incidents, it is essential for intelligent city management systems to
be able to respond as quickly as possible to unexpected situations. The
evaluations showed that the proposed methods can provide fast and reliable
information for intelligent city management systems.

In the last chapter, I focused on the effective handling of smart cities’
massive datasets. Currently, the efficient and accurate processing of enor-
mous time-series datasets poses a particular challenge to data scientists. I
presented a multivariate extension of Symbolic Aggregate Approximation
(SAX), which allows expressing a multivariate time series with one sequence
of symbols. Since I also provided a distance function and a parameter opti-
mization strategy for my method, it can be applied for clustering and classi-
fication tasks in smart cities, decreasing the enormous data set storage and
speeding up the big data processing.
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Chapter 1

Introduction

Due to the worldwide urbanization process and the world population’s
growth, big cities’ role has become more important than ever. Nowadays,
the majority of the population lives in cities or the suburb of cities because
they have significantly more possibilities compared to rural sites such as job
offers or entertainment options. Besides the numerous advantages of big
cities, complex and challenging problems have been revealed since the con-
tinuously growing cities are becoming increasingly overcrowded.

Therefore, smart city services are becoming more widespread to counter-
balance the effect of the rapid progress of urbanization. The term "smart
city" in [1] refers to using information and communication technologies to
sense, analyze, and integrate essential information from core systems in op-
erating cities. Simultaneously, smart city services can make intelligent re-
sponses to different kinds of needs in terms of daily livelihood, environmen-
tal protection, public safety, the city’s facilities, industrial and commercial
activities. As smart city-related technologies develop quickly (for example,
the spread of IoT devices), more things and processes become measurable.
As a result, we have more and more usable data about the ecosystem of our
cities.

Currently, one of the major problems of big cities around the world is
the frequent occurrence of traffic-crippling congestion. Traffic jams not only
have a negative impact on the lives of drivers, but also reduce the quality of
life of every city inhabitant. Traffic jams increase energy and fuel consump-
tion [2] as well as harmful emissions [3]. According to laboratory testing [4],
congestion-related emissions cause increased cases of allergies and exacerbate
existing conditions among people who are sensitive to it. Additionally, other
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research [5] shows that traffic jams raise the risk of heart attack. These
examples represent very well that traffic jams have high economic, environ-
mental, and social costs. Thus reducing the number of congestion can provide
enormous benefits [6].

Among the various notable goals of smart cities, construction of smart
transportation systems and smart urban management systems are two of
the key aims, which could significantly influence the lives of residents in fu-
ture cities. Advanced Traffic Management Systems (ATMSs) and Intelligent
Transportation Systems (ITSs) integrate information, communication, and
other technologies and apply them in the field of transportation to build an
integrated system of people, roads, and vehicles. These systems constitute
a large, fully-functioning, real-time, accurate, and efficient transportation
management framework [7, 8]. ATMS and ITS) can help overcome or sig-
nificantly reduce the impact of the previously mentioned negative effects on
city-dwellers. Forecasts can also support traffic control centers in managing
the road network and allocating resources systematically, such as opening/-
closing lanes, dynamic parking pricing [9], or adaptive traffic lights with a
high level of automation [10].

In ATMSs and ITSs, it is a fundamental challenge to predict the next
possible states of traffic with high precision as this information helps to pre-
vent unfortunate events like traffic jams or other anomalies on roads. The
literature often refers to traffic as a flow because it has similar properties to
fluids. Thus when we speak about traffic flow prediction, we wish to predict
the next state (it can be the volume, speed, density, or travel time) of the
traffic flow based on historical and real-time data.

The traffic flow prediction has quite impressive professional literature[11,
12, 13], and the field is still active to date. Most of the proposed methods
are accurate in normal conditions, but unexpected events like an incident,
a storm, or slippery roads could significantly decrease their performance.
Therefore, understanding the hidden correlations that influence the traffic is
fundamental to achieve appropriate prediction results in all situations.

The true value of a prediction is composed of a predictable component
and an error [14], which includes both prediction error and unpredictability of
uncertainty. The predictable value is derived from the deterministic part and
the predictable part of uncertainty (depicted on Figure 1.1). Predictability
of traffic flow depends on whether the model is able to predict the uncertain
portion of traffic flow with the required precision. In the case of traffic flow
prediction, uncertainty is influenced by many factors, like weather, days of the
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Figure 1.1: Predictable and unpredictable components of a variable [14]

week, events, congestion, incidents, road construction, lighting conditions,
etc. Incorporating external environmental factors and fused data [15] into
the model is crucial to decrease the error of prediction and increase the
predictable part of the uncertainty. In my theses, I focused on understanding
traffic congestion’s behavior via traffic data analysis because traffic jams
have a tremendous effect on traffic flow. By revealing the deeper spatial
and temporal correlations of traffic data, my goal was to determine new
congestion-related data sources that can be integrated into prediction models.

The traffic jams can be grouped into two major classes based on the
way they emerge. The first class contains those congestion that form not
randomly, but they emerge on the same road segment on a daily basis. The
sources of these frequent congestion can be a wrong traffic light setting or
a crowded road segment (a bottleneck in the road network). Because the
congestion repeats frequently, enough data can be gathered to apply machine
learning models to model specific fundamental properties. When a frequent
congestion occurs on a segment of the road network, it often affects the
road segments adjacent to it. These effects are complicated - they always
depend on current environmental factors, but if we examine properly chosen
time periods, these correlations can be mapped. Then the newly explored
information can be integrated into prediction models.

The other major class is constituted of traffic jams that happen once ran-
domly anywhere on the road network. These congestion are typically caused
by unforeseen events like an accident, hazard on the road, an unexpected
big break, which causes shockwave, heavy rain, fog, etc. Researches showed
that these traffic incidents are responsible for at least 60% of congestion
[16, 17, 18].
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To diminish the negative impact of unexpectedly occurred traffic inci-
dents, ITS must be able to react to these unforeseen situations as fast as
possible. Fast and reliable Automatic Incident Detection (AID) can extend
ITS’s functionalities, and it can provide a new type of data for the naviga-
tion systems and traffic forecast algorithms. AID could serve as an important
data source for dynamic traffic light control systems too.

In the first generation of ATMS and ITS systems, the sources of data
utilized were different types of presence sensors in fixed positions, which
were able to detect the presence of nearby vehicles. Initially, inductive loop
detectors were the most popular, but nowadays a wide variety of sensors
have become available [19]. For example, modern road networks are mainly
equipped with traffic cameras, which video streams are used to collect the
traffic characteristics [20]. The advent of GPS-equipped smartphones and
vehicles has given rise to a new type of data source that could supplement
presence-type sensors to gather more detailed information or get data about
roads, which have not been covered with presence sensors yet. The real-time
and historic traffic trajectories from GPS sources have enabled us to make
better and improved predictions of traffic flow for ATMSs and ITSs. These
trajectories can be collected also from the vehicles and from the pedestrians’
mobile phones by utilizing mobile crowd-sensing techniques [21], providing
us with valuable data about vehicle and pedestrian traffic trajectories.

Besides the previous data sources, the emerging Vehicle-to-Everything
(V2X) communication technologies will become a vital data source in the
future. The V2X defines messaging protocols to communicate between cars
and the infrastructure. For example, the Cooperative Awareness Message
(CAM) message contains static and dynamic data (like position) about a
vehicle, or Decentralized Environment Notification Message (DENM) mes-
sages can be used to propagate useful notification for the drivers. The V2X
protocols are already integrated into the newest vehicles, but the number of
equipped vehicles is still low; thus, the role of V2X will be more significant
in future applications.

Parallel to cities’ infrastructure, the devices of the city dwellers are de-
veloping as well. Human Activity Recognition (HAR) uses smartphones
equipped with accelerometer and gyroscope to provide rich three-dimensional
motion data [22]. The time series data from these sensors can be used for
various purposes such as Smart Healthcare [23], daily activity classification
[24] or elder-care [25].

As the previous examples showed, time series datasets are generated from
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many different data sources. However, data scientists face the difficulty of
efficient processing of these tremendous time series datasets [26], as they
are used in various smart city-related data mining fields like clustering [27],
classification [28] or anomaly detection [29]. These datasets generally have
high dimensionality and feature correlation. Furthermore, they also contain a
large amount of noise, which typically comes from the inaccurate or erroneous
measurements.

The high dimensionality of such time series increases both the access time
to the data and the computation time needed for classification or clustering.
Furthermore, visualization techniques need to employ data reduction and ag-
gregation techniques to cope with the high volume of data that cannot be
plotted in details at once [30]. In order to speed up data mining tasks and re-
duce their storage space demand, many high level representations of the raw
time series data have been proposed utilizing dimensionality or numerosity
reduction. The well-known representations are Discrete Fourier Transfor-
mation (DFT) [31], Discrete Wavelet Transformation (DWT) [32], PAA
[33, 34], Adaptive Piecewise Constant Approximation (APCA) [35], Singu-
lar Value Decomposition (SVD) [36], tree-based methods [37], SAX [38]. All
of these representations has their own strengths and weaknesses, therefore
chosing the appropriate representation always depends on the dataset and
the use case.

When the main goal is the identification of particular behaviors, pat-
tern recognition or anomaly detection, one of the most prominent high level
representation techniques is the SAX [38] representation in which the subse-
quences of the whole time series are represented by symbols. The SAX also
provides a distance measure, which makes possible the distance calculation
between two distinct sequences of symbols. Many extensions of SAX are
available in the literature [39, 30, 40, 41, 42], but none of them focuses on
the time series which have multiple variables.

Multivariate time series data is ubiquitous and broadly available in smart
cities, since in many applications the investigated process is described by
more than one variables. For instance, a traffic monitoring sensor typi-
cally measures the traffic flow, occupancy and speed variables simultaneously
[12] or smartphones equipped with accelerometer and gyroscope provide rich
three dimensional motion data [22]. If the original SAX method is applied
on the distinct variables, a new symbol sequence for each variable is pro-
vided. The problem with this approach is that in many cases, only the joint
examination of these variables could provide appropriate results because one
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variable does not contain enough information about the investigated process.
The other goal of my theses is to develop a solution that can help to overcome
the challenge of multivariate time series data.

1.1 Research objectives and thesis structure
My dissertation’s goal was to give solutions to the challenges introduced in
the previous subchapter such as understanding and identifying the effects of
traffic congestion, and after reducing or eliminating these effects, furthermore
efficient handling of enormous size smart city datasets.

In Chapter 2, I propose solutions that rely on frequently repeated con-
gestion propagations (the first group of the traffic congestion, as explained
previously). The other group’s congestion are caused by unexpected inci-
dents and happens only once for a short time. Therefore traditional super-
vised learning methods (proposed in Chapter 2) cannot be applied because
of the data shortage. When an unexpected event occurs, we must focus on
its quick real-time detection as a rapid response can effectively mitigate its
adverse effects. Thus in Chapter 3, I present a fast and reliable detection
model to efficiently handle these phenomena.

Besides proposing methods handling traffic congestion, my other goal was
to introduce a transformation method (described in Chapter 4), which can
ease the processing of massive size time-series datasets gathered from smart
cities.

The overall goal of Chapter 2 is to incorporate congestion information into
traffic prediction; however, many challenges needed to be solved to reach the
objective. First, a new definition of traffic congestion has been introduced
based on road segment parameters to eliminate manual parameter tuning.
Secondly, a novel traffic congestion propagation path discovering algorithm
was developed by me, as the existing solutions could not scale up to the
complex road network of big cities. To get useful features for prediction
models, a new Markov chain-based model has been designed to determine
propagation time and probability information from the propagation paths.
Finally, a hierarchical prediction model structure has been introduced to
deal with diverse propagation shapes and support arbitrary traffic prediction
methods.

Thesis 1.1 I have proposed a novel definition of traffic congestion, which
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does not require any manual parameter setting since it relies on a road seg-
ment’s parameter. [J1, J2, J3, J4]

Thesis 1.2 I have proposed the Spatial Congestion Propagation Patterns
(SCPP) algorithm and shown its capability to find dominant congestion
propagation paths with linear time complexity, while the current solutions
can solve this task only with quadratic complexity, at best. [J1, J2, J3, J4]

Thesis 1.3 I have shown that the Spatial Congestion Propagation Patterns
(SCPP) algorithm finds, on average, by 5.84 % more congestion propagation
paths than the Spatio-Temporal Congestion (STC) algorithm in the investi-
gated cases. I used the STC for comparison as it has the best performance
in terms of time complexity in the scientific literature. [J1, J2, J3, J4]

Thesis 1.4 I have proposed the Congestion Propagation Modeling Algorithm
(CPMA), a Markov chain-based method, which is able to estimate the ex-
pected congestion propagation time and the probability of frequent traffic con-
gestion propagation paths in real time with low average error. [J1, J2, J3, J4]

Thesis 1.5 I have proposed the hybrid Congestion-based Traffic Prediction
Model (CTPM) that uses the results of SCPP and Congestion Propagation
Modeling Algorithm (CPMA) to improve the accuracy of an arbitrary traffic
prediction model. I have shown that the Congestion-based Traffic Prediction
Model (CTPM) can improve a prediction model’s accuracy by 18 %. [J1,
J2, J3, J4]

The Chapter 3 focuses on the improvement of Automatic Incident De-
tection (AID) methods. For reliable incident detection, understanding inci-
dents’ effect on traffic data is essential, so I started my study by analyzing
the most important methods and the available datasets from the literature.
Based on the findings I have made, I have discovered a new approach, cre-
ating new features to improve my AID solution’s performance. I have also
provided a new, publicly available dataset as I could not find a proper inci-
dent dataset in the literature, which provides enough data for proper model
training. Besides the new AID method, I have developed another technique
that can accurately discover the propagation patterns of incidents’ effect and
gather valuable information for future work.
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Thesis 2.1 I have proposed the Trasient-based Automatic Incident Detection
(TBAID) model, which overperformed the existing methods from the litera-
ture, with a 97.22% Detection Rate (DR), 1.56% False Alarm Rate (FAR),
and a 1.89 minutes Mean-Time-To-Detect (MTTD). [J5, C3]

Thesis 2.2 I have shown that the Traffic Incident Analyzing Algorithm
(TIAPA) offline algorithm can quantify the level of influence made by an
incident on the adjacent road segments’ traffic, also being able to measure the
latency of this effect. [J5, C3]

Chapter 4 deals with effective processing of massive time-series datasets.
Multivariate time-series data is ubiquitous and broadly available in smart
cities since in many applications the investigated process is described by more
than one variable. Therefore, a multivariate extension of SAX has been pre-
sented by me, which allows representing multivariate time-series with one
sequence of symbols. The resulting symbol sequence has the same equiprob-
ability property as the original SAX representation, and it also guarantees
the same minimum distance measure. Another challenge of using SAX is
the appropriate setting of its parameters. To get the best results, I have cre-
ated an objective function to determine SAX and MSAX parameters using
derivative-free optimization strategies.

Thesis 3.1 I have proposed a new symbolic approximation method, the Mul-
tivariate Symbolic Aggregate Approximation (MSAX), which extends the
well-known SAX method to N dimensions. I have shown that MSAX
achieves, on average, around 9% Data Reduction Rate (DRR) on the ex-
amined datasets. Simultaneously, the accuracy of classification is increased
by 22% on average compared to the performance of the SAX. [B1]

Thesis 3.2 I have proposed the M_DIST distance measure that is able to
determine the distance between MSAX symbol sequences. I have shown that
M_DIST upper bounds the Euclidean distance. [B1]

Thesis 3.3 I have introduced a new objective function, which makes possible
the use of derivative-free optimization strategies to determine SAX or MSAX
hyperparameters. I have also proposed a formula that can determine the
optimal settings if the needed amount of memory is available. [B1]
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1.2 Research methodologies
All three chapters of my research use well-known analytical and machine
learning methods frequently applied to smart city datasets. In Chapter 2 I
have applied different kind of ensemble regression models and Markov chain
to improve prediction performance for ITSs. In Chapter 3, I have utilized
feature engineering, classification and anomaly detection methods to detect
incidents from traffic data.

In Chapter 4, I have used linear algebraic tools to ensure equiprobabil-
ity and derivative-free optimization strategies to find the right parameter
settings.

All the algorithms and machine learning models I have implemented and
trained were tested on real-world datasets or Simulation of Urban Mobility
(SUMO) simulations. The used datasets are publicly available, and I also
published those datasets that I have generated during my research.
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Chapter 2

Integrating congestion data into
traffic prediction models

Managing the frequent traffic congestion (traffic jams) of the road networks
of large cities is a significant challenge for municipal traffic management or-
ganizations. Congestions have a severe impact not only on the lives of vehicle
drivers but also on the lives of every inhabitant of the city. In addition to ad-
verse environmental impact, congestions cause significant economic damage
[43, 6] as well.

Dating all the way back to the 1970s, ITS solutions have been created to
address these problems. The ITS systems are the cornerstone of traffic man-
agement and urban planning in the smart cities of today. One of the critical
points of these systems is traffic forecasting, which predicts traffic trends of
the future on the basis of current and historical data. These forecasts can be
useful inputs for traffic light control or route planning, which can prevent or
significantly reduce the negative effects caused by congestions.

In order to improve the accuracy of traffic prediction, it is crucial to un-
derstand the processes that lead to congestion and their propagation through
the road network because revealing hidden correlations provides useful infor-
mation about congestions.

The rest of this chapter contains the following sections. In Section 2.1,
a new definition of traffic congestion is introduced based on road segment
parameters to eliminate the manual parameter tuning for congestion detec-
tion. The Spatial Congestion Propagation Patterns (SCPP) algorithm is
presented in Section 2.2, which can discover spatial dependencies between
congested road segments over arbitrary graph-based road network with linear
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time complexity. In Section 2.3, the Congestion Propagation Modeling Algo-
rithm (CPMA) is introduced, which can determine the propagation time of
the congestion between road segments and calculates the propagation prob-
abilities based on Markov Chains. In the last section of this chapter, the
Congestion-based Traffic Prediction Model (CTPM) is proposed which can
integrate the congestion information from the CPMA and SCPP algorithms
into an arbitrary traffic prediction model, to improve the accuracy of this
model.

2.1 The definition of congestion
To be able to reliably identify traffic jam occurrence from traffic character-
istics, you first need to define exactly what a traffic jam is. To be able to
reliably identify a traffic jam occurrence from traffic data, you first need to
define exactly what a traffic jam is. Traffic jam definitions are not uniform
in the literature [17], and they often depend to a large extent on empirically
set parameters.

In this section, I present the congestion definitions that have been intro-
duced previously in the literature, then I propose my density-based solution,
which does not require any manual parameter setting. I also provide a com-
parison of these methods and make recommendations on which definition
should be used in certain situations.

2.1.1 Congestion definitions from the literature

Methods found in the literature, which are used to explore the propagation
of traffic jams or predict traffic congestions rely almost exclusively on the
speed data to determine the size of a traffic jam. In addition, I have also
found other definitions from related researches that use other types of data.
The definitions can be separated into three main categories:

• speed-based methods,

• travel time-based methods,

• volume-based methods.

The speed-based methods can be separated to threshold-based and ratio-
based subcategories. In the case of threshold-based methods [44, 45, 46], the
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researchers manually, in advance, determine the possible traffic states (typi-
cally 4-5 traffic classes) and their associated boundaries. Then the measured
speed data is categorized into the defined traffic classes. As an extension, the
authors of [47] defined the boundaries between traffic classes as fuzzy and
also incorporated other coefficients such as traffic volume.

The ratio-based methods [48, 49, 50, 51, 52, 45, 53] do not determine
velocity limits but numbers in a ratio. They compare the current measured
speeds with the previously measured average or free-flow speeds. The free-
flow is the speed at which the vehicle drivers would be able to travel if
unimpeded by other vehicles [54]. In the literature, I have found two ways to
determine the free-flow speed. The Speed Reduction Index (SRI) definition
[55, 56] uses the 85th percentile of the off-peak speed, while the Speed Per-
formance Index (SPI) definition [56] applies the maximum permissible road
speed.

If the ratio of current speed to the average (free-flow) speed is lower than
the pre-determined ratio, then the current measured speed is considered a
traffic jam situation, that is, based on the velocities measured in the area,
they determine that a traffic jam has occurred. Some methods [48, 45, 56] de-
fine more than one traffic class. In these cases, different ratios are established
for every traffic class.

The travel time-based methods use probe vehicle data to determine the
congestion level of the examined road segments. The Travel rate method
[57] calculates the ratio of the current segment travel time and the segment
length to quantify the congestion level. The Delay rate [58, 57] and Delay
ratio [58, 57] methods are the extensions of the Travel rate method where
the measured travel rate is compared with a predefined acceptable travel
rate value. The Relative Congestion Index (RCI) definition [59] relies on the
ratio of the current measured travel time and the free-flow travel time. The
free-flow travel time can be calculated with the ratio of the road segment
length and free-flow.

The volume-based methods examine the traffic volume that denotes the
number of passing vehicles in predefined time frames. A well-known volume-
based method is the Volume to Capacity (V/C) ratio definition [60] that
compares the measured volume with the maximum number of vehicles that a
segment can handle within its capacity. The V/C ratio is often used together
with the Level of Service (LoS) [61] where the measured V/C ratio values
are classified in 6 traffic classes.

Using the criteria of a good congestion measure from article [17], the
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majority of these methods’ weak point is that they only take one data type
into consideration, and except for some definitions [56, 60], do not describe
the state of the traffic appropriately because the occurrence of the traffic jam
always depends on the properties of the road segment as well. For example,
the number of lanes, the speed limits for a given segment of road, the number
of vehicles passing through, or the road segment’s capacity all affect whether
or not a traffic jam has occurred.

Another problem that appears is if the method uses manually set values
or values that rely on previously measured data. Unfortunately, several cases
occur where an explanation is missing as to why a threshold value or a ratio
is used, seemingly depending on the subjective decision of the authors.

2.1.2 The flow-speed ratio-based congestion definition

Thesis 1.1 I have proposed a novel definition of traffic congestion, which
does not require any manual parameter setting since it relies on a road seg-
ment’s parameter. [J1, J2, J3, J4]

In Section 2.1.1, I have seen that there is currently no uniform traffic jam
definition that does not use manually preset values. Therefore, I thought
it necessary to introduce a new traffic jam definition that does not require
manual setting of thresholds or ratios but does so automatically. Using this
new definition, it is easier and more reliable to generate input data for the
congestion propagation discovering algorithms.

In a real environment, the correct interpretation of a traffic jam always
depends on the current road segment. Each road segment has a capacity value
that determines how many vehicles can pass through that road segment per
hour. The capacity is the theoretical upper limit of the number of vehicles
that the measured hourly vehicle number never exceeds. If a higher load
is imposed on a road segment it will mean that as the number of vehicles
increases, their speed will begin to decrease. This will cause an increase in
the ratio of traffic flow (volume) and speed until it finally reaches a critical
value above which the traffic phenomenon can be considered a traffic jam.
The critical flow-speed rate can be determined by the ratio of the capacity
and the upper speed limit of the road segment.

Let N (I,R) be a directed graph representing a city’s road net-
work, where I = {I1, I2, . . . , I|I|} is the set of intersections and R =
{R1, R2, . . . , R|R|} the set of road segments. Since the road network model
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Figure 2.1: Example for modeling a common intersection.

uses directed edges, the bidirectional road segments will be represented with
two directed edges. It is not uncommon to see that vehicles can turn only
in specific directions in complex intersections. To model these intersections,
additional intermediate nodes (intersections) have to be added. On Figure
2.1, I show an example for modeling a common intersection. The blue dots
denote the intersections as the nodes of the graph, while the orange arrows
are the directed edges. The red dots depict the intermediate nodes. These
intermediate nodes help to model the allowed turning directions properly.

Using the recommendation of the Highway Capacity Manual 2000
(HCM2000) [62] and considering the current speed limit, the theoretical
capacity of a segment of Rr (Free-way (FW)) road is described in Equation
2.1, where SRr,limit is the maximum allowed speed in mph for road segment
Rr, while the Lanes is the number of lanes on the road segment Rr.

CP (SRr,limit) = min(2200 + 10(SRr,limit − 50), 2400)× Lanes, (2.1)

This equation is only valid for freeways, whereas equations for multi-
lane highways, signalized highways and other road types can be found in
HCM2000 [62]. It is worth mentioning that the spread of autonomous vehicle
will change the capacity formula in the future because the throughput of road
segments will be increased due to better resource utilization [63, 64, 65].

Let FRr = {F1, F2, . . . , FT} be the time series of vehicle numbers (vol-
ume), where Rr is the edge of the road network graph N (I,R), where
the data was measured, T is the length of the time series, and Ft ∈ R+

(t = 1, 2, . . . , T ). The vehicle speed time series is given by SRr =
{S1, S2, . . . , ST},where Rr is the edge of the road network graph N (I,R),
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where the data was measured, T is the length of the time series, and St ∈ R+

(t = 1, 2, . . . , T ).
Using time series FRr and SRr the road segment’s FSRRr =

{FSR1, FSR2, . . . , FSRT} flow-speed rate time series can also be calculated.
The instantaneous rate FSRt of a road segment Rr can be determined using
the following formula:

FSRt =
Ft

St

t = 1, 2, . . . , T FSRt ∈ R+. (2.2)

The critical flow-speed rate value for the road segment Rr:

FSRRr,critical =
CP (SRr,limit)

SRr,limit

, (2.3)

where CP (SRr,limit) is the capacity of the road segment and SRr,limit is the
speed limit of the road segment in mph. Critical flow-speed rate FSRRr,critical

is a predetermined constant value that does not vary with time.
Using the instantaneous and critical flow-speed rate, the current level of

the traffic jam CRr = {C1, C2, . . . , CT} can be determined, where

Ct =
FSRt

FSRRr,critical

t = 1, 2, . . . , T Dt ∈ R+. (2.4)

Definition 1.1 At time t a traffic jam will occur on the road segment Rr of
the road network N (I,R), if Ct ≥ 1 (Ct ∈ CRr) so FSRt ≥ FSRRr,critical.

Figure 2.2 shows an example of a flow-speed rate-based congestion defini-
tion. Data shown in the figure were obtained from the Caltrans Performance
Measurement System (PeMS) [66]. The first and second rows of the figure
show vehicle number and speed data. The third row contains the momen-
tary congestion levels. The dashed red line is the critical flow-speed rate
of congestion. Times above the line can be considered a traffic jam. It is
worth noting that in all periods where the speed has declined significantly,
the congestion level is above the critical value.

This means that the flow-speed ratio-based method identifies traffic jams
at the same time intervals as the speed-based methods. This is an important
result, because while most of the methods from the literature require manu-
ally adjusting the parameters for each segment of the road, the parameters
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Figure 2.2: Example for flow-speed ratio-based congestion

of the flow-speed ratio-based method are set automatically and an adaptive
manner for each segment of the road.

In the case of propagation examining methods, it is often enough to know
if the traffic jam had occurred, the actual level is not important (how much
it is below or above the threshold). The momentary level of the congestion
CRr can be converted to a ĈRr = {Ĉ1, Ĉ2, . . . , ĈT} time series, where Rr is
a road segment in the road network graph N (I,R), T is the length of the
time series, and Ĉt ∈ {0, 1}.

The Z : CRr → ĈRr transformation can be used, where ∀Ct can be
converted to Ĉt as:

Ĉt =

{
1 , ha Ct ≥ 1

0 , ha Ct < 1.
(2.5)

I wanted to validate the correctness of my definition, so I compared the
binary output with other definitions from the literature. In my investiga-
tions, the SRI and SPI methods were implemented, and the used dataset
was collected from the PeMS. The SRI required the precalculation of free-
flow speed parameter, which were set to the 85th percentile of the off-peak
speed. The SPI’s max speed parameter was set to upper speed limit. In the
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examined dataset, the result of the Flow-speed ratio method differed from
the SPI’s output by only 2.8%, while 2.9% was the difference in the case of
SRI. It is a minimal difference that means the Flow-speed ratio method gives
appropriate output.

I have also checked the seven criteria of a good congestion measure from
[17], and I have seen that the flow-speed ratio-based method satisfies all the
listed criteria. The great advantage of the flow-speed ratio-based method is
that it does not require the manual tuning of parameters for each segment
of the road, and utilizes two data types for the calculation of the conges-
tion level. Thanks to the used capacity function, my method adapts to the
parameters of the given road segment. Using flow and speed data together
could also be a disadvantage because the flow-speed ratio-based congestion
definition cannot be used if only the flow, the speed, or the travel time data
is available alone.

2.2 Discovering congestion propagation pat-
terns from traffic data

The congestion propagations are complicated - they always depend on cur-
rent environmental factors (time of day, weather, holidays, etc.) but if we
examine properly chosen time periods, we can collect useful information.
The information gathered could make the operation of intelligent city man-
agement systems more efficient and provide new data to city planners and
managers.

There are several studies exploring the propagation of the effects of de-
veloping traffic jams but they face a number of significant challenges. The
first is that the road networks of large cities form an extensive and complex
system in which the study of the traffic jam propagation is difficult to scale.
Several studies have developed alternative models for solving the problem,
but these oversimplify the road network, and so the output of their methods
are imprecise. The second challenge is that it is not enough to detect a traf-
fic jam, it is also important be able to identify the relationships between the
road segments.

In this section, besides the examination of related methods from the pro-
fessional literature, I would like to present a new method I have developed,
which takes into account the spatial and temporal relationships:
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1. is able to identify the appearance of congestion propagation across the
entire road network in a scalable way,

2. is able to identify frequently occurring traffic jam propagation within
these (the importance of which will be explained later).

The output of the process can be used by city traffic management system
operators to map the source and propagation of frequently occurring traffic
jams, and identify bottlenecks of the road network, which can be used in city
traffic network planning and real-time interventions (if they have an ITS
system). The output can be useful for route planning methods and can be
used to refine forecasts of traffic prediction methods as well.

2.2.1 Previous methods

As opposed to the definition of a traffic congestion, the definition of the
propagation of a traffic jam is mostly uniform in the professional literature.
A road segment can be in one of two states: congested (1) or free flowing
vehicle movement (0).

Traffic jam propagates between neighboring road segments RA and RB,
if at time t road segment RA is congested and RB is not, but at time t + 1
segment RB is congested too.

The Propagation Probability Graph (PPG) [52] method models the road
network as a directed graph. It relies on a historical database to decide
on the probability of traffic jam propagation between two neighboring road
segments. It states that the propagation of the congestion has a Markov
property, which in this context means that the likelihood of a congestion
propagating from road segment B to road segment A is independent of the
congestion propagation probabilities between road segment B and its direct
predecessor road segments. Let the R1 → R2 → R3 be the examined prop-
agation path, where R1, R2, R3 are the affected road segments. P (R3|R2) is
the conditional probability of road segment R3, meaning R3 is congested if R2

is congested. The Markov property says that the P (R3|R2) does not depend
on the road segment R1, thus P (R3|R2) = P (R3|R2, R1). It is because R1

and R3 are not adjacent, so the traffic state of R1 does not have any direct
effect on the traffic state of R3. The PPG method uses this property to
assign probabilities to each congestion propagation path. It then only pays
attention to whichever possibility is greater than a predetermined value γ.
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PPG does not take into account those situations where other road segments
than A also flow into road segment B, and therefore in these cases the results
can be imprecise.

The Congestion Prediction Model with ConvLSTM (CPM-ConvLSTM)
[67] method also models the road network with a directed graph. It collects
propagation patterns from the road network, but unfortunately does not
specify how it does this. It places a square grid over the road network, and
then maps the propagation. Thus, the propagations can be described by di-
rected edges between the points of the square grid. The CPM-ConvLSTM
method, like PPG, also focuses on predicting traffic jam propagations. Us-
ing the square grid model, they train a Conv-LSTM network [68] network.
A major disadvantage of this method is that the square grid-based model
oversimplifies the road network, and this simplification makes the modeling
inaccurate. For example, if a busy highway and another nearby unfrequented
road are in the same cell they cannot be distinguished despite the fact that
they have completely different traffic demand.

The Cascading Patterns in Scale-Free Network (CP-SFN) [69] method
also models the road networks as a directed graph. This method’s purpose
is to find propagation graphs in a graph of the road network. These prop-
agation graphs will be subgraphs of the road network graph. It considered
two components to determine propagation paths: Individual Transmission
Likelihood (ITL) and Environmental Intensity Inference (EMT). The ITL
determines the probability of traffic jam propagation between two road seg-
ments. The monotonic exponential model used in social networks [70] was
used to model propagation. The EMT component collects environmental
information for the study, which is than used to weigh the output of the
ITL. The EMT takes into account the Point of Interest (POI) that are close
to the road segments and what weather conditions have been measured in
the studied areas. The search for propagation patterns is carried out by the
authors of the article using their own approximation procedure, since the
Network Inference problem used in the article is an NP-hard problem [71].
The disadvantage of this method is that the original monotonic exponential
model applied by CP-SFN operates on scale-free [72] graphs, while the road
networks form a scale-rich [72] graph.

The aim of the Spatio-Temporal Outlier (STO) [73] method is to find
frequent traffic jam propagation trees in the road network. The authors of
the article did not study the road network as a graph, but divided the road
network into regions using the Connected Components Labeling (CCL) pro-
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cess [74]. Relationships between regions were determined based on vehicle
trajectories. The STO method identifies congestion as an outlier, and there-
fore when examining propagations it follows the propagation of outliers. It
constructs congestion propagation graphs from the propagations using a re-
cursive approach. The disadvantage of the STO method is that the regional
division oversimplifies the road network, and due to the search for recursive
propagation trees its complexity is O(NT−1), where T is the length of the
studied period in time intervals and N is the number of congestion phenom-
ena in period of time T .

The STC [75] process develops the STO method further. Instead of us-
ing regions it models the road network as a directed graph of road segments.
Congestion propagations are described by a directed graph of the road seg-
ments involved in the propagation that form a directed tree. It uses a new
approach to search for congestion propagations, which examines the conges-
tion trees backwards in time, so that the complexity of the procedure is only
O(TN2), where T is the length of the examined period in time intervals and
N is the number of traffic jam phenomena during period T . It then filters out
frequent congestion propagation trees from the collected propagation trees
using the Apriori algorithm [76]. A congestion propagation tree counts as
frequent if its occurrence is above an ε threshold in the studied time inter-
val, so its frequency is greater than a predefined threshold value. Within a
frequent congestion propagation tree, a propagation path is a directed path
that connects the root of the tree to any leaf.

Although STC is significantly faster than the STO method, the O(TN2)
complexity remains too high for modeling a city with an extensive road net-
work. The other problem is that the Apriori algorithm has exponential com-
plexity O(2M), where M is the number of congestion propagation found.

The Spatio-Temporal Congestion Subgraph (STCS) [77] method is a fur-
ther development of the STC in which the FP-Growth algorithm [78] is used
instead of the Apriori algorithm. Because the complexity of the FP-Growth
algorithm is lower than that of the Apriori algorithm, its use made the search
for frequent congestion propagation trees quicker, but STCS uses STC found
propagation trees, which has O(TN2) complexity.

After reviewing the literature, it can be seen that the problem is actively
studied by many researchers and they have presented several methods to
solve the problem of finding frequent congestion propagation trees.

The problem with these solutions is that either the models of the road net-
work are overly simplified (for example, with a square grid), or the method’s
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complexity is so high that in a real environment it is not able to search ef-
fectively or find every propagation in a sprawling city. They can not be used
this way in real time, but even if the speed of the algorithms is not critical,
they still require a lot of processing, which can be costly.

In the following chapters I introduce my newly developed method that
solves the search for traffic jam propagation trees, in a way that that:

1. describes the road network as a directed graph in the greatest detail
possible,

2. while the algorithmic complexity is only linear, and therefore surpasses
the existing solutions.

2.2.2 The Spatial Congestion Propagation Patterns
(SCPP) method

Thesis 1.2 I have proposed the Spatial Congestion Propagation Patterns
(SCPP) algorithm and shown its capability to find dominant congestion
propagation paths with linear time complexity, while the current solutions
can solve this task only with quadratic complexity, at best. [J1, J2, J3, J4]

In this section, I will explain the operation of the SCPP algorithm in
detail. The SCPP algorithm is able to solve the problem of searching for
frequent congestion propagation paths with linear complexity while describ-
ing the road network in as much detail as possible using a directed graph.
The presented algorithm is a brand new algorithm, and I did not use parts
from other algorithms in the literature. I would like to highlight that the
presented algorithm supports arbitrary congestion definition, which can pro-
duce binary congestion information (signalling if congestion occured or not).
It means that the SCPP algorithm can also be used when the Flow-speed
ratio-based congestion definition is not applicable.

First I define the necessary concepts, followed by the pseudo-codes and
an explanation of the two main components of the algorithm in the order the
processes are run:

1. Propagation Tree (PT) method: From the measured traffic data, it
determines how many times the congestion propagated between road
segments, and creates a describing graph based on the propagations, in
which the nodes are the road segments and the edges are the propaga-
tions between the road segments.

31



2. Frequent Propagations (FP) method: Using the output of the Propa-
gation Tree (PT) method and a certain threshold value, it searches for
the most frequent traffic jam propagation patterns in the road network.

To run the SCPP algorithm, you need three input parameters: data
matrix CN , edge-adjacency matrix AN , and a ε threshold value.

CN is a |R| × T matrix containing the traffic jam observations of road
segments R within road network N (I,R) for a period of time T . Every
field in the matrix has a value of 0 or 1 (CRr,t ∈ {0, 1}, if Rr ∈R), where 1
means there is a traffic jam and 0 is a state of free-flow.

The matrix AN is the |R| × |R| sized edge-adjacency matrix of directed
graph N (I,R), which can be determined from the adjacency matrix of the
line graph of the graph N (I,R). ARu,Rv = 1 if two road segments are
adjacent to each other, otherwise ARu,Rv = 0 (Ru, Rv ∈R).

Here ε is the threshold value that determines the minimum frequency. It
is worthwhile to determine its value based on the length of the examined time
period T , but it also depends on what qualifies as a frequent traffic jam in
the environment, so designers can set it themselves depending on the traffic
control and optimization goals.

Before beginning the presentation of methods PT and FP, I need to define
what exactly “congestion occurrence” and “congestion propagation” are.

Definition 1.2 Let Rv (Rv ∈ R) be any segment of the road network
N (I,R). Let AN be the |R| × |R| edge-adjacency matrix of the road net-
work N (I,R). Congestion occurence is observed on the segment Rv at
time t + 1, if Rv was not congested at time t (CRv ,t = 0) but is by the time
t + 1 (CRv ,t+1 = 1). In addition, none of the neighbors of road segment Rv

were congested at time t, so for ∀Ru it is true that CRu,t = 0 if Ru ∈ R és
ARu,Rv = 1.

Definition 1.3 Let Ru and Rv (Ru 6= Rv; Ru, Rv ∈ R) be the two road
segments of road network N (I,R) . Let AN be the |R|×|R| edge-adjacency
matrix of road network N (I,R). Congestion propagation is observed
between Ru and Rv at time t + 1, if Ru was congested at time t (CRu,t = 1)
while Rv was not (CRv ,t = 0), but by time t + 1 it is (CRv ,t+1 = 1). Ru and
Rv are adjacent to each other (ARu,Rv = 1).
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Propagation Tree (PT) method

The Propagation Tree (PT) method uses data matrix CN and the edge-
adjacency matrix AN as input to generate a directed tree describing the
propagation path P(V ,L), which contains all the congestion propagation
paths according to Definition 1.3 observed within the data matrix. Propa-
gation paths are directed paths within a propagation tree that connect the
root of the tree to any leaf.

V = {V0, V1, V2, . . . , V|V|} is the set of vertices of the tree in which any
vertex Vv = {Rx → . . . → Ry} contains an observed unique propagation
path.

For example, let V1 = {R1 → R2} be an observed propagation path.
There is a directed edge from V1 to Vv, if Vv = {R1 → R2 → Rr}, so that
road segment Rr is adjacent to the road segment R2 according to the edge-
adjacency matrix AN and propagation path Vv is observable in data matrix
CN .

The root of the directed tree describing propagation paths P(V ,L) will
be vertex V0 = {−1}, which does not contain a valid propagation path. Edge
Ll exists between V0 and any vertex Vv = {Rr} if a traffic jam occurrence
according to Definition 1.2 or a traffic jam propagation according to Defini-
tion 1.3 has been observed on road segment Rr ∈R. In addition, each edge
Ll records a freq value that describes the frequency of propagation.

The steps of the Propagation Tree (PT) method are as follows. In the
first step, I query the dimensions of the input data matrix, from which I
determine the number of road segments (variable R) and the lenght of the
examined period (variable T ) (line 1 ). I then initialize the variables that
store the results (lines 3-5 ). The tree stores the propagation paths observed
so far in a directed graph. In addition to the tree, an important variable is
current_propagations, which records which propagation paths are currently
active. The variable is a key-value storage in which the keys are the identi-
fiers of each road segment and the values are the propagation paths in which
the road segment in the key is the last road segment of the propagation path.
This way, if the traffic jam propagates from the road segment in the key it is
possible to follow which propagation paths need to be further developed. Fig-
ure 2.3 is an example of the relationship between the current_propagations
and tree variables when an R1 → R2 propagation happens.

PT starts processing the matrix data_mx forward in time (lines 7-38 ).
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Figure 2.3: Example of the relationship between currentpropagations and
tree variables.

The c_state variable stores the state at the current time (line 9 ), while the
p_state variable contains the previous state. The where method gives us
the identifiers of the road segments on which the traffic jam phenomenon
was observed by returning the array indices where the value is 1.

In the first loop, the previous state (p_state) will still be empty, so I
simply copy the value of the current state (lines 10-14 ) to the tree and
current_propagations variables using the add_propagations method (Al-
gorithm 2) and then go to the second loop immediately.

Starting from the second loop, I iterate over the road segments that are
congested in their current state (lines 15-27 ). If the congested road segment
(c_road) was not present in the previous state, it is worth investigating,
because this is when important state change occurs (lines 17-26 ). I then
extract the adjacent road segments (source_roads) preceding the examined
road segment from the edge-adjacency matrix adj_mx and see if I find them
in the previous state (lines 18-19 ).

If none are found, it means that we have detected a congestion occurrence
on the examined road segment (lines 20-22 ). Propagations that occur within
the loop are stored in the propagations key-value variable (line 15 ), where
the key is the source of the propagation and the value is the road segment
to which the traffic jam has propagated. In the case of a new propagation,
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the source of the propagation is the −1 identifier (line 21 ).
Otherwise, the congestion has not occurred on the examined road seg-

ment, but on one of the neighboring road segment (lines 22-25 ). Because it
cannot be ruled out that several congested neighbors are affecting it simul-
taneously, all possible cases must be added to the propagations variable.

Once I have traversed all the road segments from cstate, I add the prop-
agations registered in propagations to the tree and current_propagations
variables using the add_propagationsmethod (lines 28-30 ).

I then go through the road segments that were congested in the previous
state and see which of them are still congested in the current state (lines
32-36 ). If the traffic jam on a road segment has ended, the propagation
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pointers of the road segment are removed from current_propagations.

Input: data_mx:data matrix CN ; adj_mx:edge-adjacency matrix
AN

Output: Directed graph describing the propagations P(V ,L)
1 R, T = data_mx.shape
2

3 current_propagations = empty
4 tree = DirectedGraph()
5 tree.add_node(−1, route_id = −1)
6

7 p_state = None
8 for t = 1 to T do
9 c_state = where(data_mx[:, t] == 1)

10 if p_state is None then
11 add_propagations(−1, c_state, current_propagations, tree)
12 p_state = c_state
13 continue

14 end
15 propagations = empty
16 for c_road in c_state do
17 if c_road not in p_state then
18 pred_roads = where(adj_mx[:, c_road] == 1)
19 source_roads = intersect(pred_roads, p_state)
20 if len(source_roads) < 1 then
21 propagations[−1].append(c_road)
22 else
23 for s_road in source_roads do
24 propagations[s_road].append(c_road)
25 end
26 end
27 end
28 for from_road, to_roads in propagations do
29 add_propagations(from_road, to_roads, current_propagations, tree)

30 end
31

32 for c_road in p_state do
33 if c_road not in c_state then
34 current_propagations[c_road] = []
35 end
36 end
37 p_state = c_state
38 end

Algorithm 1: The pseudo code of the PT method
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Since we have to study all road segments where a congestion phenomenon
has occurred within all time intervals, the step number of the PT method
is O(T |R|), where T is the length of the examined period in time intervals
and |R| the number of road segments, which is the upper estimate for the
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number of traffic jams that have occurred.
Input: from_road: source of the propagation; to_roads: target of

propagation, current_propagations: currently congested
road segments, tree: tree describing the propagations

Output: void
1 if from_road == -1 then
2 for to_road in to_roads do
3 if to_road not in tree then
4 tree.add_node(to_road, route_id = to_road)
5 tree.add_edge(−1, to_road, freq = 0)

6 end
7 tree.edges[−1, to_road][′freq′]+ = 1
8 current_propagations[to_road] = [to_road]

9 end
10 else
11 for c_prop in current_propagations[from_road] do
12 for to_road in to_roads do
13 prop_pointer = c_prop+′ _′ + to_road
14 if prop_pointer not in tree then
15 tree.add_node(prop_pointer, route_id = to_road)
16 tree.add_edge(c_prop, prop_pointer, freq = 0)

17 end
18 tree.edges[c_prop, prop_pointer][′freq′]+ = 1
19 current_propagations[to_road].append(prop_pointer)
20

21 if to_road not in tree then
22 tree.add_node(to_road, route_id = to_road)
23 tree.add_edge(−1, to_road, freq = 0)

24 end
25 tree.edges[−1, to_road][′freq′]+ = 1
26 if to_road not in current_propagations[to_road] then
27 current_propagations[to_road].append(to_road)
28 end
29 end
30 end
Algorithm 2: The pseudo code for add_propagations submethod
Another important part of the PT method is the add_propagations sub-
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method. Its function is to maintain the tree describing the propagation (tree)
and the currently tracked traffic jams (current_propagations). When these
variables need to be updated, add_propagations receives these two variables
as input parameters and modifies their internal state.

As the first step, add_propagations checks to see if the source of the
propagation (from_road) obtained as a parameter is the same as node −1.
If so, the propagation is added to the tree as a congestion occurrence (lines
1-10 ). In this case, it adds the target road segments to the tree variable if
they do not exist yet (lines 3-6 ) and then increments the associated fre-
quency freq counter by one (line 7 ). It then registers the node in the
current_propagations variable as a one-element propagation path identifier
(line 8 ).

If the traffic jam has not occurred on that segment of road, it should be
added to the tree as a propagation (lines 10-30 ). I have to iterate over all the
cases where the source of the propagation was previously active. These are
contained in current_propagations[from_road] (line 11 ). Since the traffic
jam can propagate from one road segment to several road segments at the
same time, I have to go through these as well (lines 12 ).

I generate a pointer for the propagation path, which is occurred from the
concatenation of the previous propagation path identifier and the congested
road segment (line 13 ). If the propagation path identifier has not yet been
included, we add it to the tree as a new node (lines 14-16 ), then increase the
frequency counter (line 17 ) and register the propagation path identifier in
the current_propagations variable to the to_road road segment (line 18 ).

It may be that part of a propagation path occurs more frequently than
the entire propagation path itself, e.g., from the propagation R1 → R2 → R3,
the propagation R2 → R3 occurs more frequently. This may be due to the
fact that a traffic jam has already occurred in R2 or that R2 is connected with
another road segment R4 from which the congestion often propagates as part
of an R4 → R2 → R3 propagation. To record these as well, I add the variable
to_road to the graph describing the propagations (tree) as a congestion
occurrence and also register this in the variable current_propagations to
the road segment to_road (lines 21-28 ).
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Frequent Propagations (FP) method

Input: tree: graph describing propagations P(V ,L), eps: ε
frequency threshold

Output: subtrees: frequent propagation graphs
1 tree_cp = tree.copy()
2 removable_edges = []
3 for edge in tree_cp.edges do
4 if edge.freq < eps then
5 removable_edges.append(edge)
6 end
7 end
8 tree_cp.remove_edges_from(removable_edges)
9

10 isolated = get_isolated_nodes(tree_cp))
11 tree_cp.remove_nodes_from(isolated)
12

13 if not tree_cp.has_node(−1) then
14 return[]
15 end
16 propagation_sources = tree_cp.successors(′−1′)
17 sub_trees = []
18 for propagation_source in propagation_sources do
19 sub_tree = bfs_tree(tree_cp, propagation_source)
20 if sub_tree is not None then
21 sub_trees.append(sub_tree)
22 end
23 end
Algorithm 3: Pseudo code for the FP method
The task of the FP method is to find the frequent propagations based

on the descriptive tree P(V ,L) constructed by the PT method and a ε
threshold (ε ∈ N+). To do this, the FP method iterate over the edges of the
graph P(V ,L) and deletes all edges whose frequency freq value is less than
the threshold value. This will result in the originalε breaking into several
subgraphs that now only contain edges that satisfy the condition.

It is worth noting that the graph P(V ,L) only needs to be calculated
once, and after that any number of ε thresholds can be tested on it. This is
a faster approach to the problem than if the propagation graph had to be
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rebuilt for each ε threshold.
The first step of the algorithm is to copy the original tree (line 1 ). This

is necessary because the graph describing the propagation does not have to
be recalculated for each new eps.

I then iterate over the edges of the copied tree and collect those
with a freq value less than eps (lines 2-7 ). The edges collected in the
removable_edges variable are then deleted from the tree_cp tree (line 8 ).

After the step, there may be vertices in the graph that have no edges
connected to them. Using the get_isolated_nodes method, I collect these
and then delete them from the graph as well (lines 10-11 ).

If there is no node −1 in the graph after that, it means that no edge met
the condition, so I return with an empty array (lines 13-15 ).

In the last step, I go through the direct descendants of node −1, which are
the starting road segments of the propagations (lines 16-23). Starting from
each starting road segment (propagation_source), I perform a breadth-first
search with the bfs_tree method. In this, I traverse the subtree (sub_tree)
and add it to the list of subtrees sub_tree), but only if the traversed subtree
is not empty.

The number of steps of the FP method can be estimated by the cardi-
nality of the edge sets (|L|) of the graph P(V ,L). To delete edges that do
not meet the ε threshold |L| number of steps are required. The maximum
number of steps of the breadth-first search even in the worst case can be
estimated with the value of |L|. Thus the FP method’s number of steps
will be O(2|L|)→ O(|L|). This also means that the number of steps of the
entire SCPP algorithm is O(T |R|+ |L|).

2.2.3 Performance of SCPP

The performance of the SCPP algorithm was compared with the perfor-
mance of the STC algorithm [75], because of all the methods described in
the professional literature, only this one uses a quadratic number of steps.

In addition, the algorithm’s author made the implementation of the
method [79], and the test data set they used open source, so I could reproduce
their results and compare them with the results of my own algorithm.

I were forced to modify the implementation of the STC algorithm at one
point because I noticed that there was a theoretical error in the original im-
plementation: The STCTree method of the algorithm [75] examines whether
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the traffic jam currently being examined may be a source of a previous prop-
agation in a nested loop (line 20 of STCTree). However, when specifying the
if condition, it does not take into account whether the previous propagation
had already existed at the time of the occurrence of the currently examined
traffic jam. Thus, it also included propagations in the comparison that did
not actually exist.

In the first step of my study, I compared the output of the modified
implementation of STC with the output of my own solution (Section 2.2.3).
My goal was to examine the differences in the outputs of the two algorithms.
I then wondered whether SCPP, which in theory is faster, would actually
find frequent propagations sooner than STC, considering the changing input
parameters (Section 2.2.3).

In my performance analysis, I examined how much the average execution
times depend on:

• the length of the examined time period,

• the size of the road network,

• the value of the threshold value.

The dataset used in the evaluation for each test was the same and iden-
tical to that used in Article [75]. This is a real dataset recorded between
June 17, 2013 and July 14, 2013 in Melbourne. The examined road network
contains 586 road segments, from which data were collected every 5 minutes
on average, and in total 7,657 times. Each test case was run at least 10 times
to be sure the result was correct.

Testing of the congestion propagation path identification

Thesis 1.3 I have shown that the Spatial Congestion Propagation Patterns
(SCPP) algorithm finds, on average, by 5.84 % more congestion propagation
paths than the STC algorithm in the investigated cases. I used the STC for
comparison as it has the best performance in terms of time complexity in the
scientific literature. [J1, J2, J3, J4]

To be able to compare the outputs of the SCPP and STC algorithms,
we need to better understand how the STC works. The STC algorithm
uses the Apriori algorithm to discover frequent propagation paths (subtrees).
The Apriori algorithm was basically invented to search for association rules
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(frequent coincidences) in a large database. A good example of this is un-
derstanding people’s shopping habits, where the question is what products
are purchased together by customers. With each purchase, the store saves
what was in a customer’s basket at the time of payment. On the database
built from these baskets, we can execute the Apriori algorithm, which looks
for products that were purchased together frequently. A product list will be
common if the items in it are listed together at least ε times. This, in the
context of a congestion study, means that a congestion path is considered
to be frequent if the road segments within in the path have been congested
together at least ε times.

It is important to note that STC and SCPP interpret the meaning of ε
differently. While SCPP simply considers this value as a frequency (εSCPP ∈
R+), the STC algorithm uses the Apriori algorithm to filter out frequent
propagation, in which ε as a ratio to the total number of propagations found
(εSTC ∈ (0, 1)) where the size of the set of propagations found is denoted
by M . To make the results comparable, I first ran the STC procedure with
the εSTC values that are being examined. Based on this, a propagation is
considered frequent if it has occurred at least εSTC ×M times, so εSCPP can
be calculated as εSCPP = εSTC ×M . The SCPP algorithm was run with the
εSCPP value derived from the STC algorithm, so the efficiency of the two
methods can be compared.

To make the notation system simple in the following, when I refer to ε, I
mean εSTC .
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Figure 2.4: Example of generating propagation paths.

To compare SCPP and STC, propagation paths were generated from the
output propagation trees of both algorithms as shown in Figure 2.4 to include
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partial propagation paths in the comparison.
I then examined whether the propagation paths of one algorithm could

be found among the propagation paths of the other algorithm. Performance-
efficiency studies were run at different settings.

In all cases examined, it was true that the output of the SCPP included
the output of the STC, but that STC did not include all the propagation
paths of the SCPP. All of these were cases where the propagation path
already consisted of at least 2 road segments and then propagated to a third
road segment as the traffic jam on segment 2 disappeared. These cases were
all successfully identified by the SCPP, while the STC was unable to do so.
To compare the cardinality of the outputs, Figure 2.5 was prepared, where the
number of propagation paths found was also displayed as a function of ε. At
high ε values, the difference in the number of propagation paths found can be
small, even 0. However, as we move toward the smaller ε values, the number
of propagation paths not found by the STC begins to increase. In some cases,
SCPP found up to 8.28% more, and on average 5.84% more, propagations
than STC. This is because, in the case of less frequent propagations, the
aforementioned situation when the STC is unable to identify the propagation
path occurs more.
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Figure 2.5: Comparison of the number of traffic jam propagation paths found.
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Figure 2.6: Results of the performance study

I started my measurements by changing the size of the studied time period.
In these tests, I looked at how increasing the length of the studied time
period (T parameter) changes the average execution time of the algorithms.
Tests were started off with T = 100 and then increased step by step up to
T = 7657. It can be seen on Figure 2.6a that with the increase of T , the
average execution time of STC and SCPP both increase, but the STC is
much steeper. The reason for this is that the STC’s complexity is O(TN2),
while that of the SCPP is onlyO(TN), where T is the length of the examined
time period in time intervals and N is the number of traffic jam phenomena
that occurred during the period T . At maximum T , the STC execution time
was 7.499 seconds, while the SCPP completed the task in 1.164 seconds.
This means that SCPP solved the task 763% faster. Looking at all the
studied cases, the SCPP performed calculations 483% faster on average.

I then looked at how increasing the number of road segments affect av-
erage execution times. First |R| = 36 road segments were examined, then I
increased the number of road segments by 50 every time up to |R| = 586.
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The length of the studied time period was T = 7657 for all test cases. The
results are shown in Figure 2.6b. It is clear that initially there is not much dif-
ference in the execution times of the two algorithms, but then the execution
time of the STC starts to increase quadratically. The reason for this is that
with the addition of new road segments, the number of traffic phenomena to
be tested increases, of which the STC’s complexity depends quadratically.
Meanwhile, the runtime of the SCPP increases almost linearly. In the cases
studied, SCPP was 146% faster on average, but at |R| = 586, the difference
was 308%.

I was also curious about how much the size of the ε threshold value affects
the average execution times. During the tests |R| = 586 road segments and
T = 7657 time periods were used and only the value of ε was changed.

The result of the study is shown in Figure 2.7, where the scaling of the
x-axis is logarithmic. It can be seen that as the value of ε decreases, the
average running time of the STC increases exponentially. This is because
the Apriori algorithm has O(2M) exponential complexity, where M is the
number of total propagations found. As I decrease ε’s value, the number of
propagations that meet the frequency condition increase.

In contrast, the average run time of the SCPP algorithm remained nearly
constant, independent of ε’s change. sThis is explained by the fact that
within the SCPP algorithm, the step number of the Frequent Congestions
(FC) method is O(|L|), which does not correlate with ε.

This resulted in the fact that in the studied cases the SCPP ran on
average 10.79 times faster, while in the case of the lowest ε value examined
the execution time was 17.13 faster.
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Figure 2.7: The performance of the algorithms as a function of ε

Visualization of results

The SCPP algorithm not only provides the frequent propagation paths with
greater accuracy and more quickly, unlike previous methods it also provides
the quantification of propagation phenomena.

This is an extra piece of information when visualizing frequent propaga-
tions, so we can weight the frequency of propagation with appropriate color-
ing. The map used for visualization was downloaded from OpenStreetMap
and the measurement points were mapped onto it. The propagation paths
between the measurement points were determined by the Dijsktra algorithm
running on the road network, which was weighted by the length of the road
segments.
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Figure 2.8: Visualizing the frequent propagations in Melbourne

Figure 2.8 shows two different examples from the city of Melbourne. In
the lower left corner of each example, there is a color scale showing the hues
associated with the frequencies. With the visualization of SCPP, the prop-
agation paths have become well identifiable, which in several cases branch
out. In figure 2.8a spike-shaped propagations can be observed at two sep-
arate points. This is because in some cases, the GPS coordinates of the
measurement points are not accurate, which distorts the output.

Visualization of traffic jams is important because urban traffic manage-
ment authorities can discover correlations that can help them plan long-
term urban transport (traffic light settings, public transport routes) and
even shorter-term intervention.

2.3 Modeling congestion propagation
The SCPP algorithm already solves the task of finding congestion prop-
agation paths in a scalable way, which allows it to be used in real-world
environments to explore spatial correlations. However, knowing the path of

48



propagation is in itself extremely valuable information, other additional infor-
mation can be assigned to the propagation to help understand the behavior
of the propagation.

One additional piece of information is the probability of propagation be-
tween the road segments participating in the propagation. The strength
of the relationship between the road segments in the propagation can be
weighted by the probability of propagation. Taking this into account, it is
possible to determine which propagations have a significant impact on traffic.

The other important additional information is the expected time of prop-
agation between road segments. If traffic propagation exists between two
road segments the expected propagation time determines how much time it
takes for the traffic jam to propagate from one road segment to the other.
Knowledge of the expected propagation times is extremely useful, as it en-
ables us to model congestion propagation in the time dimension as well.
This information can be used directly as input to route planning algorithms,
which can still divert traffic in time, while the output of traffic predicting
methods can be refined for longer time periods. Studies in the professional
literature have so far not assigned expected congestion propagation times
or propagation probabilities to the found propagation paths. Although the
PPG [52] method determines propagation probabilities, it is not suitable for
comprehensive analysis.

In this section, I would like to present the Congestion Propagation Mod-
eling Algorithm (CPMA), which using congestion propagation patterns, dis-
covered by SCPP, to determine the probability of propagation patterns, and
determine the expected propagation times required for propagation.

2.3.1 The Congestion Propagation Modeling Algorithm
(CPMA)

Thesis 1.4 I have proposed the Congestion Propagation Modeling Algorithm
(CPMA), a Markov chain-based method, which is able to estimate the ex-
pected congestion propagation time and the probability of frequent traffic con-
gestion propagation paths in real time with low average error. [J1, J2, J3, J4]

The CPMA operates using the output of the SCPP algorithm, which
contains the detected congestion propagation patterns. CPMA then builds
a Markov chain based model to study the congestion propagation pattern,
taking advantage of the fact that the congestion propagation has Markov
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properties [52]. Using the model, it is able to determine the expected propa-
gation times for each road segments involved in the congestion propagation.
To the best of my knowledge, no other method can do this yet. In addition to
determining the expected times, it is also suitable for calculating congestion
propagation probabilities, which it can do for each road segment involved
in the congestion propagation. Thanks to the use of the Markov chain, the
CPMA model can also be used to simulate congestion propagation.

CPMA describes the city’s road network with a directed graph
N (I,R), where I = {I1, I2, . . . , I|I|} is the set of intersections and R =
{R1, R2, . . . , R|R|} is the set of road segments. We can obtain information
about the current state of traffic with the help of data collected from vehicles
or from sensors installed on the examined road segments.

The input of the Congestion Propagation Modeling Algorithm (CPMA)
is not the directly observed state of the traffic, but whether or not a partic-
ular road segment was congested at certain times during the study period.
The congestion state of a road segment can be determined by its traffic state.
Several methods [50, 51, 52, 45, 44, 47, 46] have been published in the pro-
fessional literature, any of which can be used.

The model expects the traffic data in the form of a matrix CN sized |R|×
T . Matrix CN contains the congestion observations of the road segments R
of the road network N (I,R) for a T long time period. CRr,t = 1 if the road
segment Rr was congested in the time interval number t. CRr,t = 0 if the
road segment Rr was not congested in the time interval number t.

To explore congestion propagation we also need the adjacency information
of the road segments. The CPMA expects this as its input in the form of
matrix AN . The matrix AN is the edge-adjacency matrix of the directed
graphN (I,R) sized |R|×|R|, which can be determined from the adjacency
matrix of the line graph of the graph N (I,R). If two road segments are
adjacent to each other ARu,Rv = 1, otherwise ARu,Rv = 0 (Ru, Rv ∈R).

The last input parameter is the value ε, which is the threshold value that
determines the minimum frequency. Its value is worth determining based on
the length of the examined time period T, but it also depends on what is
common for the environment.

After defining the input parameters, I distinguish 2 main steps of the
CPMA’s operation: identify frequent congestion propagations and defining
the Markov model. These steps will be described in detail in the following
sections.
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Identifying frequent congestion propagations

The occurrence of congestion on road networks can be influenced by many
factors. These can be accidents, vehicle or public transportation malfunc-
tions, weather conditions, road network maintenance, holidays, or public
events, which all lead to a sudden increase in traffic on a road segment that
is now unable to satisfy traffic needs.

Some of these are occasional incidents that accidentally appear scattered
on the road network. Others, such as a traffic jam due to a bottleneck, will
frequently occur on the same road segment. Since there is only a sufficient
amount and detail of data for regularly recurring congestion propagations,
the first step is to identify these frequent propagations from the dataset and
train the model with their help.

There are already solutions for this, some of which are presented in Sec-
tion 2.2.1. The CPMA model uses another algorithm I developed, the Spatial
Congestion Propagation Patterns (SCPP) algorithm. The Spatial Conges-
tion Propagation Patterns (SCPP) is based on matrix CN , matrix AN and
the threshold value ε, where T is the length of the examined period in time
intervals, |R| the number of road segments, which is an upper estimate of
the number of traffic jams that have occurred, |L| and the number of edges
of the directed graph describing the possible propagation paths. It operates
with a complexity of O(T |R| + |L|), which is significantly faster and more
scalable than other solutions found in the professional literature that have
quadratic or exponential complexity.

The output of the SCPP is the set PF = {PT1, PT2, . . . , PT|PF |}, in
which PTz is a directed graph of a frequent congestion propagation tree
(z = 1, . . . , |PF |). The set now only includes congestion propagations that
have occurred at least ε times. This way I can ensure that I can train my
model with the number of cases I want.

Defining the Markov model

The CPMA models each of the congestion propagations from PF separately
using a Markov chain. To do this, the first step is to unfold each frequent
propagation tree PTz (PTz ∈ PF) into propagation paths. This is done as
shown in Figure 2.9. I find the tree’s root and all its leaves, and then, starting
from the root, I determine the propagation paths to the leaves. Thus, the re-
sult from PTz is a set of propagation pathsPPz = {PP1, PP2, . . . , PP|PPz |},
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where propagation path PPj (j = 1, . . . , |PPz|) contains a list of road seg-
ments in order of the propagation. For example, in Figure 2.9, the propaga-
tion path PP1 will contain a set of arranged road segments {R1, R2, R3}.
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Figure 2.9: Example for generating propagation paths from a propagation
tree

Let the propagation state be Xt on a selected propagation path PPj,
where t is the time interval. The propagation state shows how far the con-
gestion propagation has progressed along the propagation path. Therefore,
the state space SP = {Rr|Rr ∈ PPj} ∪ {0} of Xt’s values contains the road
segments of the propagation path PPj, as well as a zero state, which indicates
the absence of propagation. To simplify the notation system, let r denote the
sequence number of the state (road segment) within the propagation path,
r = 1, . . . , K, where K is the length of the propagation path.

Let’s process the matrix CN considering these new developments. I se-
lect the rows from CN affiliated with the road segments of the currently
examined propagation path PPj. On the selected rows I follow the state of
the propagation at each point in time, which results in the state sequence
X = {X1, X2, . . . , XT}. Since the zero state is not part of the propagation
path, its only role is to indicate the cessation of propagation, in all cases
where zero does not indicate this, it is erased from the state sequence. This
step breaks the original state sequence X into several shorter state sub-
sequences X̂ k. For these, it is true that they will always start with state R1

and end with either a zero state or state RK .
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For example, let X = {0, 0, 0, R1, R1, R2, 0, 0, 0, R1, R2, R2, R3, R3} a
PP1 be the state sequence for PP1. In this case, after deleting the un-
necessary zero states, the state sub-sequences X̂ 1 = {R1, R1, R2, 0} and
X̂ 2 = {R1, R2, R2, R3} will appear.

Then, using the state sub-sequences X̂ k, the state transitions are col-
lected, from which the state transition matrix P belonging to PPj can be
determined, whose cell P u,v contains the transition probability between the
states Ru and Rv. Figure 2.10 shows the transition matrix for PP1 and the
graph that can be created from it. For each intermediate state, I calculate
the probability that we will enter the next state (pi) or remain in the current
state (p̂i). In Figure 2.10 these are states R1 and R2. The transitions of the
0th and the last road segment (R3 in the example) are not recorded because
their values are irrelevant for determining the expected propagation times
and probabilities.

p̂1

p̂2 p2

p1 0

1� (p1 + p̂1)

0

1� (p2 + p̂2)

R3

R2

R1

0

R3R2R10

R3

R2

R1

0

p̂1

p1

p2

p̂2

1�
(p

1 +
p̂
1 )

1� (p2 + p̂2)

Figure 2.10: An example for the transition matrix of PP1 and the graph that
can be created from it.

Determining propagation probability

Using matrix P the entire probability of propagation path PPj can be de-
termined:

Pr(R1 → RK) =
K−1∏
k=1

pk
1− p̂k

, (2.6)

where R1 is the source road segment of propagation path PPj, RK is
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the destination road segment of propagation path PPj, p̂k is the probability
that the congestion does not propagate from road segment number k to road
segment number k + 1 and pk is the probability that the congestion does
propagate from road segment number k to road segment number k + 1.

The formula can also be generalized to calculate the probability of sub-
propagations:

Pr(R1 → Rr) =
r−1∏
k=1

pk
1− p̂k

, (2.7)

where R1 is the source road segment of propagation path PPj and Rr is road
segment number r of propagation path PPj where r = 2, . . . , K − 1.

Determining expected propagation time

Expected propagation time of the propagation path:

E(t|R1 → RK) =
∞∑
t=1

tPt, (2.8)

where t is the propagation time in time intervals, Pt is the probability that
propagation will take t steps to complete, which can be calculated as follows:

Pt =
Pr(Xt = RK)

Pr(R1 → RK)
, (2.9)

where Pr(Xt = RK) is the probability that congestion will propagate to the
last road segment RK at step number t and Pr(R1 → RK) is the probability
of the propagation path. The calculation of the latter has been presented
earlier in Equation 2.6.

Pr(Xt = RK) can be calculated as follows. If Xt = RK , then the Markov
process was in the states of {R1, . . . , RK−1} until step number t − 1, after
which it arrived in the state of RK at step number t:

Pr(Xt = RK) = ē1 P
t−1

1×K−1 ē
T
K−1 pK−1, (2.10)

where the value of vector ē1 is [1, 0, . . . , 0], the value of vector ēK−1

is [0, . . . , 0, 1], P 1×K−1 is the sub-matrix of matrix P formed from state
{R1, . . . , RK−1} and pK−1 is the probability of congestion propagating from
RK−1 to RK . Both ē1 and ēK−1 are K − 1 long.
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Since the denominator in Equation 2.9 is independent of the value t, it
will be true for Pt that:

∞∑
t=1

Pt = 1. (2.11)

Let a = Pr(R1 → RK). Applying the above:

E(R1 → RK) =
∞∑
t=1

t
ē1 P

t−1

1×K−1 ē
T
K−1 pK−1

a
=

= ē1

∞∑
t=1

tP
t−1

1×K−1 ē
T
K−1

pK−1

a
=

= ē1(I − P 1×K−1)−2 ēTK−1

pK−1

a
, (2.12)

where I is the identity matrix.
The equation for the expected propagation time can also be generalized

for the sub-propagation paths:

E(R1 → Rr) = ē1(I − P 1×r−1)−2 ēTr−1

pr−1

a
, (2.13)

where R1 is the source road segment of propagation path PPj and Rr is road
segment number r of propagation path PPj where r = 2, . . . , K − 1.

Performing the calculation of the propagation probabilities and then
building on this to determine the expected propagation times, the CPMA
method adds additional data to the original propagation path PPj. The
output of the CPMA method is propagation path P̃Pj that will contain the
same road segments and order as propagation path PPj, but will also contain
the propagation probability for each road segment along with the time the
propagation needs to reach a given road segment.

The use of CPMA output is varied. The propagation path P̃Pj contains
important information that can be used in traffic prediction methods as an
exogenous data source, or route planning methods can use it for determining
the best route. The output can also be easily visualized as described in
Section 2.2.3. Using visualization, traffic managers can understand the source
of frequent congestion phenomena and the manner of its propagation as well
as identify bottlenecks in the road network and correlations between linked
road segments.
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2.3.2 Evaluation of Congestion Propagation Modeling
Algorithm (CPMA)

While evaluating the CPMA method, I focused on the accuracy of propaga-
tion probabilities and expected propagation times. In both cases, I looked at
the extent to which the statistics determined by the CPMA method correctly
characterize the current traffic behaviors. The evaluation of the results will
be presented in Sections 2.3.2 and 2.3.3. The dataset used in the evaluation
is described in Section 2.3.2.

In addition to examining the statistics, I also dealt with the visualization
of the results in Section 2.3.4. Visualization makes the behavior of a prop-
agation easy to understand, which can be useful for traffic managers and
urban planners.

Dataset

The PeMS dataset [66] was used for evaluation. The dataset is made up of
measurements from approximately 39,000 individual detectors located along
major routes in the state of California, USA, going back to 1999. The size of
the dataset is currently about 12 terabytes, which is publicly available and
free to download for anyone. Analyzing the total amount of that data would
have taken too much time, so I only examined a portion of it. The evaluation
was performed in District 3 (Sacramento area) for a one year period from
January 1, 2018 to December 31, 2018. The studies included a total of 614
individual detectors, from which data were collected every 5 minutes (time
interval = 5 minutes), a total of 105,120 times in one year.

Different days of the week were examined. This was necessary because I
noticed that city traffic behaves differently on each day of the week. Daily
modeling gave more accurate results than evaluating the data altogether.
Beside that consideration, I also separated the morning (6 a.m.- 12 a.m.)
and afternoon (12 a.m - 6 p.m.) peak hours’ data because I experienced a
performance improvement when I analyzed these time intervals separately.
This is due to different traffic demands, which can be experienced within the
two intervals. Unfortunately, the night and dawn hours apart from the used
time intervals cannot be modeled as the SCPP algorithm will not give any
result due to the lack of observed congestion phenomena in these hours.

During the evaluation, I used the first 80 percent of the studied time pe-
riod as a training dataset, with the remaining 20 percent serving as a test
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dataset. After the segmentation of the training set to the selected time inter-
vals, the SCPP algorithm determines the frequent congestions and then the
Markov transition matrices are calculated for each frequent congestion pat-
tern. When an occurrence of a frequent congestion is detected in the test set,
I can compare the observed and the expected times and probabilities. In the
performance study, my goal was to examine the accuracy of the results pro-
vided by the CPMA model in terms of congestion propagation probabilities
and expected propagation times.

Study of congestion propagation probability

First, the accuracy of the propagation probabilities was examined. To do
this, I searched for frequent propagations on the training dataset and con-
structed CPMA models based on them. I then determined for each frequent
propagation in the test dataset:

• how many times there was a sub-propagation (and for how far it prop-
agated),

• how many times there was a complete propagation.

Based on these, the probabilities encountered in the test dataset could be
easily calculated. I used the Mean Absolute Error (MAE) error metric to
compare the propagation probabilities detected and those returned by the
CPMA model.

Since the result of the CPMA model depends on threshold value ε, I
examined the output with several different settings. Thresholds were set to
study propagation paths that occur at least every two days, daily, or twice
a day. The results can be seen in Figure 2.11a where the absolute error
distribution of the propagation probabilities is shown. The best results were
obtained for paths that occurred at least twice a day. In these cases their
measured MAE value was 6.16%. This is because propagation paths that
occur more frequently show more predictable behavior, and I also have more
data about them, allowing us to build a more accurate model. As seen on the
distribution curves in Figure 2.11a, high value errors of some cases distorted
the average. Examining the median of the values, the measured error was
only 2.81% for the propagations that occurred twice a day.

To better understand the distribution curves, I prepared Figure2.11b,
where the training and test probabilities were compared using different fre-
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Figure 2.11: Study of propagation probabilities

quent propagations and thresholds values ε. Each point in the figure rep-
resents a complete or partial frequent propagation. The middle red line
represents the perfect match and the closer a point is to it, the smaller the
difference between the training and test probability. The dashed red lines
indicates the 10% error limit.

A significant portion of the probabilities examined are within the 10%
error limit. If I examine the paths that occur at least every two days or
every day, then about 50% of these are within the dashed line. However, if I
examine those that occur at least twice a day, then 75% of the propagations
are within the line. Based on Figure 2.11b, larger errors are usually caused
by cases where a propagation occurred more times in the training set than
as in the test dataset.
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Figure 2.12: Study of the expected propagation times

2.3.3 Study of expected propagation time

To determine the accuracy of the expected propagation time, I created the
Mean Absolute Time Difference (MATD) error metric:

MATD(PF) =
1

J

J∑
j=1

H∑
h=1

|E(PPj)− (||X̂ h|| − 1)|, (2.14)

where PF is the set of congestion propagations, which contains a J number
of propagation paths. State sequence X̂ h is an occurrence of the propagation
path PPj, of which there are a total of H in the test dataset. ||X̂ h|| is
the length of state sequence X̂ h in time intervals. E(PPj) is the expected
propagation time for PPj propagation path. The error metric determines
the absolute difference of the propagation time measured in the test dataset
and the expected propagation time. The unit is time intervals.

The study was performed as a function of the threshold value ε, since it
affects the output.

Figure 2.12a shows the error distribution measured for the different ε
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values. In the study, the same ε values were displayed as in the case of
probabilities. It can be clearly seen in Figure 2.12a that the distribution
curves are similar, but as we move towards a higher frequency, the measured
MATD value decreases. This is due to the fact that we have more data for
more frequent propagations, from which the expected propagation time can
be determined more accurately.

The best results were obtained from propagation paths that occurred at
least twice a day. For these, the MATD value was 0.86 time intervals, which
is only about 4 minutes.

In addition to MATD, I considered it important to measure the ratio
of expected propagation time determined by the CPMA model to actual
propagation times. This value was called the Mean Expected Time Ratio
(ETR), which is calculated as follows:

METR(PF) =
1

J

J∑
j=1

H∑
h=1

E(PPj)

||X̂ h|| − 1
, (2.15)

where PF is the set of congestion propagations, which contains a J number
of propagation paths. State sequence X̂ h is an occurrence of the propagation
path PPj, of which there are a total of H in the test dataset. ||X̂ h|| is
the length of state sequence X̂ h in time intervals. E(PPj) is the expected
propagation time for PPj propagation path.

Again, the results are displayed as a function of threshold value ε in Figure
2.12b. The closer the ETR value is to 1, the more accurate the result was.

Here, too, the best results were provided by the propagations that oc-
curred twice a day. In these cases, the measured ETR value was 1.06, which
corresponds to a 6% difference between the expected and actual propagation
times. This means that if a propagation path occurs at least twice a day,
the CPMA approximates the actual propagation time with minimal amount
of error regardless of its length. 6% is a good result because if traffic man-
agement can estimate congestion propagation time within such a margin,
they can prepare the traffic infrastructure in the path of propagation for the
appropriate intervention (eg. tuning traffic lights, congestion warnings or
traffic diversion in an urban application) to alleviate the forming congestion
or even eliminate it at an earlier stage. This value then increases with less
frequent propagations due to some larger differences.

In order to reduce the distortion caused by larger differences, I also looked
at medians in addition to average values. During the examination of the
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medians, I measured 1.0 ETR for any ε value. This means that the method
generally works properly, but for lower ε values, some larger propagation
times distort the average.

There can be two reasons for the larger differences. On the one hand,
unexpected events can occur on the road network, such as an accident or
road closure, which causes traffic to behave differently. On the other hand,
there is less data available for less frequent propagations, which may lead
to inaccurate setup for the model. Such differences cannot be eliminated by
theCPMA model.

Figure 2.12b shows a large spike at ETR = 2, which I wanted to under-
stand the reason for. Examining the data, I noticed that in these cases the
expected propagation time was anticipated to be 2 time intervals. However,
in the end the propagation took place in 1 time interval. Thus, although the
difference seems large, it is actually only 1 time interval.

In my opinion, the CPMA model can adequately describe the expected
propagation time and probability of frequent propagation. In general, the
more frequent a propagation, the more accurately the CPMA model can
model its behavior. Based on the results, it can be concluded that the Markov
model is able to adequately model frequent propagation, which is due to the
fact that a strong seasonality can be observed in the case of vehicle traffic.
In the case of less frequent propagation, the use of more than just a purely
Markov-based approach should be considered.

2.3.4 Visualizing results

The output of theCPMA algorithm can be easily visualized together with the
output of the SCPP algorithm. With the help of visualization the behavior of
any particular congestion propagation can become clear, which can be useful
for traffic managers and urban planners. The large displays of the traffic
management dispatch centers can provide excellent visibility and analysis of
the distribution of congestion on the road network. If the interactive maps
on these displays also show the traffic characteristics measured along the
congestion route (measured by the sensors installed here and the on-board
or user mobile devices passing by), the effectiveness of the intervention can be
tested in real time, following the temporal and spatial course of congestion.

Unlike previous algorithms, the output of the SCPP method also pro-
vides a propagation probability value, which can be used as color gradient.
For visualization I plotted measurement points onto maps downloaded from
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Figure 2.13: Visualizing frequent propagations in Sacramento, California.

OpenStreetMap. The propagation paths between the measurement points
were determined by the Dijsktra algorithm running on the road network,
which was weighted by the length of the road segments. Next, for each road
segment I displayed the expected time it takes for the congestion to reach the
given road segment from the source. In addition to these, I also displayed
the probabilities of each propagation in percentages.

Figure 2.13 shows two different examples of a highway near Sacramento.
On the left side of the examples is a color scale that indicates the frequency of
propagation with color gradients. The propagation of the congestion can be
clearly traced in the figures. The source of the congestion is indicated by "0
mins" where the formation of the congestion was detected. It can be clearly
seen that the farther we get from the source, the probability of propagation
decreases, while the expected propagation time increases. This puts excellent
analytic and intervention tools in the hands of traffic managers.

62



2.4 Integrating congestion data in traffic pre-
diction models

Accurate traffic forecast is a key task for planning transport infrastructure
and real-time optimisation of traffic in large cities. Thus researchers have
been working on vehicle traffic forecasting for a long time. In professional
literature there are many published solutions [15, 12] that work fairly accu-
rately in normal conditions when there are no unexpected events on the road
network. However, in many cases these methods are not prepared for the
change in traffic in unexpected situations. Thus, they can provide very in-
accurate forecasts in extreme situations, even though precise forecasts would
be most needed during these time periods. Although this uncertainty fac-
tor cannot be completely eliminated [12], the negative impact of unexpected
events can be reduced by taking into account exogenous data sources [15].

Data from processes with a significant impact on vehicle traffic can be
used as an exogenous data source. These external data sources provide addi-
tional information to the prediction models so they can refine their forecasts.
External data sources may include, for example, data from neighbouring
measuring stations, weather data, incident information, national holiday and
event dates, or even congestion information. Integrating data like these into
models has posed a major challenge for researchers since the way to achieve
it is unclear. Another challenge is that in many cases only a small amount
data is available, while training a prediction model would require orders of
magnitude more.

In recent years, several papers [52, 73, 75] have been published that deal
with understanding and forecasting the propagation of congestion. These
may be valuable sources for the prediction models, but so far I have not
found any attempt in the professional literature to integrate congestion re-
lated data. For this reason, I would like to present a new prediction model
that can integrate useful information from exogenous, congestion-related data
sources into the prediction model. By doing so, I want to demonstrate that
congestion data are also an important external data sources for traffic fore-
casting. For example, we can foresee situations where congestion on a road
segment would soon lead to congestion on adjacent road segments. In such
a situation the traffic forecast can be refined, which can then be very useful
for dynamic control of traffic lights.

The remainder of this section contains the following parts. In Section
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2.4.1, I review the efforts made in professional literature to integrate exoge-
nous data sources into the prediction models. In Section 2.4.2, I present the
basic idea behind my method. I then describe in detail the features used in
the prediction model and the architecture created as well. The quality of the
CTPM is proven by performance studies carried out in Section 2.4.3.

2.4.1 Incorporating exogenous data sources

Exogenous data sources can play an important role in refining traffic fore-
casts. There are two difficulties that usually come up when using data
sources. First, getting the data isn’t easy. In several cases, research is
hampered by the lack of a sufficient amount and quality of data to train
the prediction models. Second, the way in which these data sources can and
should be integrated into existing prediction models is also challenging for
researchers. Despite this, there have been considerable efforts in recent pro-
fessional literature to show that the integration of exogenous data sources is
a forward-looking effort.

In Article [80], traditional traffic models are used to demonstrate the seri-
ous negative impact of weather changes on traffic parameters, such as speed,
road network capacity or critical density. Having assessed the effects, they
created a modified model of the METANET model [81] by adding snowfall
data, which then achieved on average a 21% better Root Mean Squared Error
(RMSE) than the basic model.

The authors of [82] created a Deep Belief Network (DBN) based predic-
tion model which can take weather data into account. Several weather-related
features were then tested. With the help of cross-correlation tests, they man-
ually selected those that affect traffic flow. For the forecasting of traffic flow,
the following weather parameters were taken into account in addition to the
measured traffic flow: weather condition, temperature, visibility and wind
gust. The weather condition parameter contains 24 different weather phe-
nomena such as fog, rain, snow, etc. For each element of the set, an integer
was assigned from 1 to 24 to enable DBN to interpret it also.

Performance analysis was performed on flow data with 15-minute aggre-
gation and a 15-minute prediction horizon. Based on the RMSE values pre-
sented in the article, a 16% improvement in forecast accuracy was achieved.

The Deep Ensemble Stacked Long Short Term Memory (DE-SLSTM)
[83] method also integrates weather data, in addition to short-term and his-
torical speed data, to improve the accuracy of the forecasts. The weather
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data used includes atmospheric pressure, temperature, precipitation, wind
speed, and relative humidity. In contrast to the method described in Article
[82], the relationship between this weather data and traffic data has not been
investigated. According to the performance analysis presented, in those cases
where weather data were taken into account, better results were achieved but
the rate of improvement was not significant.

In addition to weather conditions, holidays and other events also affect
traffic trends. In the event of a national holiday, while some parts of the
city may be deserted, other parts and certain segments of motorways may
experience increased loads. These times are an anomaly for a model that has
not been prepared for this type of behavior. When training such models, it
is challenging that a certain holiday occurs only once a year. Therefore, even
if we looked at ten years of data, we would only have a limited amount.

The Segment Prediction Algorithm (SPA) [84] method first divides the
data into segments for each day and then classifies the data measured on
holidays into clusters using the k-Means algorithm. Clustering can be used
to merge holidays that show similar behavior, thus reducing data shortage.
SPA will then use binary linear regression to make forecasts during holidays.
According to the results of that article, the method achieved a 40% improve-
ment in RMSE values compared to the Long Short Term Memory (LSTM)
network.

The solution described in Article [85] is a hybrid method that can achieve
accurate forecasts for national holidays by combining the DFT and Support
Vector Regression (SVR) methods. The purpose of using DFT is to find a
general trend in traffic data. Subtracting this trend from the measured data,
the forecast is made using the SVR model on the remaining time series.
The solution was tested at a motorway toll gate in Jiangsu province, China,
where increased traffic was observed during the national holidays. Their
measurements showed that their method could achieve an improvement of up
to 17% on, for example, the 2015 Tomb-Sweeping Day. It was also observed
that the method performed better on longer holidays of 6-7 days than on
shorter holidays of 2-3 days, because of the much smoother time series found
in the former.

The forecast may encounter significant inaccuracies should an incident
occur. In this case, the number of vehicles on the post-incident road seg-
ments (downstream) decrease, while in the pre-incident section (upstream)
the speed of vehicles is what may decrease drastically. The rate of reduction
varies depending on the severity and type of incident. The use of incident
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data is complicated by the fact that these events occur rarely, so models with
high data demand are difficult to use.

In addition to the weather, the prediction model developed by the authors
of Article [86] takes incident data into account as well. The information
regarding the incident was added to the model as a binary feature. For
example: Has there been a serious incident on the downstream side of the
measuring station? Has there been an incident on the upstream side of the
measuring station? etc. The feature selection performed in the article using
correlation analysis and Least Absolute Shrinkage and Selection Operator
(LASSO) regression [87] has shown that the incident data contains important
information. Unfortunately, the performance studies carried out in the article
do not specify exactly how much the use of incident features has improved
the accuracy of the forecast.

Congestion propagation paths may also be an important exogenous data
source. By identifying the congestion propagation paths, it is possible to
anticipate hidden processes on the road network that may occur within a
specified time (the length of the time depends on the speed of the congestion
propagation), for example, the congestion of a road segment can herald the
future congestion of an adjacent road segment.

A number of studies [73, 75] have already been carried out to try define
congestion propagation paths, which then can help explore paths on the di-
rected graph of the road network. CPMA adds to this its ability to assign
propagation probabilities and expected propagation times to explored prop-
agation paths. These may be valuable sources for the prediction models, but
so far I have not found any attempt in the professional literature to integrate
congestion related data.

2.4.2 The Congestion-based Traffic Prediction Model
(CTPM)

Thesis 1.5 I have proposed the hybrid Congestion-based Traffic Prediction
Model (CTPM) that uses the results of SCPP and CPMA to improve the ac-
curacy of an arbitrary traffic prediction model. I have shown that the CTPM
can improve a prediction model’s accuracy by 18 %. [J1, J2, J3, J4]

Let N (I,R) be a directed graph representing a city’s road net-
work, where I = {I1, I2, . . . , I|I|} is the set of intersections and R =
{R1, R2, . . . , R|R|} the set of road segments. We can obtain information
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about the current state of traffic with the help of data collected from measure-
ments taken by sensors installed or from vehicles on the examined road seg-
ments. From the obtained data we can extractPP = {PPj|j = 1, . . . , |PP |}
that is a set of congestion propagation path where |PP | represents the size
of the set and PPj = {Ru → . . . → Rv|Ru, Rv ∈ R} is a propagation path
containing an ordered finite sequence of road segments. Road segment Rv,
which is the last road segment of propagation path PPj, is called the target
road segment.

These propagation paths PPj can be integrated into the prediction mod-
els, but we face two challenges when using them: there is a small amount of
available data and the arbitrary shape of the congestion propagation path
can be difficult to integrate into a general model.

Only those congestion phenomena carry information value that propa-
gate to several road segments and thus form a propagation path PPj. In
cases where the phenomenon is caused by a one-time event, we cannot col-
lect enough data about it, so they cannot be used during training. However,
propagation paths PPj that repeat multiple times can provide useful data.
The repetition of the propagation path also allows us to determine the ex-
pected propagation time and propagation probability.

Since the number of recurrences may vary significantly between two con-
gestion propagation paths, we do not build separate prediction models for
each of them, but rather a prediction model that can handle all known con-
gestion propagation paths. Of course, in cases where we have a large amount
of data on one of the congestion propagation paths, taking into account the
data on other congestion propagation paths may negatively affect the predic-
tion performance, but this approach will produce better results than building
models separately in general.

The second challenge arises from the desire to handle all congestion prop-
agation uniformly, even though the lengths of different congestion propaga-
tion may vary. The problem is solved by always taking into account the
data of the last road segment that is congested or, in other words, where the
congestion currently stands.

For example, if we want to predict the traffic of road segment R3, let
PP = {R1 → R2 → R3} be a propagation path where congestion propagates
from road segment R1 to road segment R3. Let’s assume that the congestion
formed on R1 at time t1. The phenomenon propagated to R2 at time t5 and
finally reached R3 at time t8. In this case, in time interval [t1, t5) the data
from R1 is taken into account and in time interval [t5, t8) the data from R2
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is taken into account for the forecast of R3.
In Section 2.4.2, I present the operation of the Extreme Gradient Boosting

(XGB) [88] model, which will be used as a base prediction model. Then in
Section 2.4.2, the detailed structure of the CTPM and the set of features
used in the forecast are described.

Extreme Gradient Boosting (XGB) regression model

In my solution I used the XGB [88] model, which is an enhanced version of
the Gradient Boosting Decision Tree (GBDT) [89] model, as a base predic-
tion model. GBDT is a tree-based ensemble learning algorithm that is also
widely used for regression tasks, thanks to its efficiency and accuracy, and
the interpretability of its results.

Let the input dataset be D = {(xi, yi)}, which consists of n pieces of
record and m pieces of features, so that |D| = n, xi ∈ Rm, yi ∈ R. Let
fk mark a simple decision tree, where k = 1, . . . , K. In the case of tree-
based ensemble methods, we increase the performance of the prediction by
using more weak decision tree models at the same time. To do this, all weak
decision tree models must be at least as accurate as if the forecasts were
carried out at random. These weak decision trees are created sequentially
using an additive strategy, so that the newly trained decision tree corrects
the output of the previous decision trees. The output of these weak decision
trees is then summed:

ŷi =
K∑
k=1

fk(xi), fk ∈ F , (2.16)

where ŷi is the predicted value, K is the number of trees and fk is a
function from the set of functions F , which represents the set of actually
useful regression trees. Thus, the task while training is to optimise objective
function L:

L(θ) =
n∑
i

l(yi, ŷi), (2.17)

in which θ denotes the parameters to be optimised and l is the loss function,
which is convex, differentiable, and measures the distance between the real
value yi and the predicted value ŷi.
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XGB, like GBDT, uses an additive strategy while training, but adds
a regulating term to the L objective function, which helps punish complex
models in order to avoid overfitting. This modifies (2.17) as follows:

L(θ) =
n∑
i

l(yi, ŷi) +
K∑
k=1

Ω(fk), (2.18)

ahol Ω(f) = γT +
1

2
λ

T∑
j=1

w2
j , (2.19)

where fk is a decision tree, Ω(fk) is the regulating term, T represents the
number of leaves of a decision tree and wj represents the value of leaf number
j. The parameter γ controls the number of leaves in the trees, while param-
eter λ controls the values of the leaves. Regulating parameters are really
important when there are only small amounts of data available, so it is very
important to use them in this domain.

To solve (2.18), we use the predicted value ŷi, which, according to (2.16),
is the sum of the predictions from outputs of decisions trees fk (k = 1, . . . , K).
So, in the case of using k number of decision trees:

L(k)(θ) =
n∑

i=1

l(yi, ŷ
(k)
i ) +

k∑
t=1

Ω(ft) (2.20)

=
n∑

i=1

l(yi, ŷ
(k−1)
i + fk(xi)) + Ω(fk), (2.21)

where the term (k) in the upper index indicates that the value was calculated
by taking into account the results of k number of decision trees so far, and
n is the number of records in dataset D.

Its worthwhile to approximate the loss function within the objective func-
tion with its Taylor expansion up to the second order. This will not only make
the use of any loss function easier, but will make the model converge faster
to the global optimum during training:

L(k)(θ) =
n∑

i=1

[l(yi, ŷ
(k−1)
i ) + gifk(xi) +

1

2
hif

2
k (xi)] + Ω(fk) + const, (2.22)
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where gi = ∂
ŷ
(k−1)
i

l(yi, ŷ
(k−1)
i ) is the first derivative, while hi =

∂2

ŷ
(k−1)
i

l(yi, ŷ
(k−1)
i ) the second derivative. If the constant values are omitted,

the term can be further simplified:

L(k)(θ) =
n∑

i=1

[gifk(xi) +
1

2
hif

2
k (xi)] + Ω(fk). (2.23)

This objective function can also be used to find the best structure of a
decision tree. Since it is not technically executable to try all possible tree
structures, we determine only one level of the tree at a time. At the starting
position of the greedy algorithm, all data records are located in a single leaf
of the tree and then it iteratively gives new branches to the tree step by step.
In each step, the set of data records I in the leaf is split into a set of left (IL)
and right (IR) elements. This can be used to determine how much the loss
decreased after a split:

Lsplit =
1

2

[
(
∑

i∈IL gi)
2

(
∑

i∈IL hi) + λ
+

(
∑

i∈IR gi)
2

(
∑

i∈IR hi) + λ
− (

∑
i∈I gi)

2

(
∑

i∈I hi) + λ

]
− γ. (2.24)

The greater the reduction, the better the split was. This means the
structure of the tree is always modified by the best possible split in each
step.

Architecture of CTPM

In this section, I describe the elements of CTPM in detail. When training
the model, I assume that we have already executed the CPMA algorithm
for a selected time period so the set of propagation paths PP is known. In
addition, a prediction model is available for each target road segment Rv,
which makes forecasts without taking traffic information into account. The
target road segment Rv is the road segment for which we want to forecast
traffic data for, e.g. flow, speed, occupancy, at time t and time distance
horizon, where both t and horizon are measured in time intervals.

The remainder of this section contains the following sections. First, we
define the set of required features in Section 2.4.2, which the XGB model uses
while training and forecasting. For the sake of transparency, I have organized
the features into a table and have also defined the data transformation steps
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where it is not clear. Then, in Section 2.4.2, I describe what steps CTPM
are taken during the forecast.

Feature set In this section, I describe the defined features that CTPM
uses at time t to forecast traffic data at time t + horizon. I collect the
features separately for each propagation path PPj, and then combine them
to form the dataset for the XGB model. For each propagation path PPj,
data is collected only from time periods where active congestion propagation
was observed. In other cases, the forecasts of the base prediction model are
taken into account (see 2.4.2). Let the state Xt at time t of active congestion
propagation path PPj be Xt = Rr, where road segment Rr is the road
segment the congestion propagation currently stands.

The defined features are divided into three categories depending on their
source: time-related features, congestion-related features and features related
to the target road segment Rv. These categories are marked with separate
colours in Figure 2.14 and with separate columns in Table 2.1.

Time features Vehicle traffic is a periodically changing, time-
dependent process. This becomes apparent when you plot traffic flow as
a function of time. An example for this can be seen on Figure 2.15, on
which we displayed the measurements of a traffic measuring station from
January 2018. It can be clearly seen that due to the periodic behaviour of
traffic, each day is a separate spike and weekdays and weekends are also well
distinguished.
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Figure 2.14: Features used in CTPM
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Figure 2.15: Example for the periodicity of vehicle traffic.

It is important for the CTPM to have information about the date related
to time t, as these may contain important correlations. For example, it is
possible to distinguish between the morning and afternoon spike, or whether
it is a weekend or not. The features related to time defined and used by the
model are described in Table 2.1 under the Time category.

Target road segment features I collect two important pieces of in-
formation about the target road segment Rv. One is the forecast itself, car-
ried out by a base prediction model at the same time t and refers to time
t + horizon. This forecast needs to be scaled as shown in Figure 2.14. This
is because there is data from multiple propagation paths in the same dataset
at the same time, with varying amounts of traffic on each road segment. I
compared several scaling methods, and finally decided to use the Min-Max
scaling [90] on interval [0, 1], because it gave us the best results based on the
metrics used during the evaluation.

During my study, I also found that for the XGB model the predictions of
earlier times (t − 2) are also useful information if used as a feature. Taking
into account forecasts from earlier than this showed to lower the accuracy of
the forecast. In Table 2.1 the forecasts for the times t, t − 1 and t − 2 are
indicated by the prediction[t,t−2] variable.

The other important information that can be collected from the target
road segment Rv is the historical data itself relating to road segment Rv.
Using autocorrelation, I examined which lags have the highest correlation
with the current time t. As data measured in the previous week or two

72



weeks earlier may also show a high correlation with time t, these were also
included in the examination. Running autocorrelation studies is a resource
intensive task, so I only ran it in interesting time periods. Based on the
findings of Article [82], I decided to look at time windows with length 10.
And so time periods [t− 1, t− 10], [t− 1week, t− 1week − 9], . . . become a
manageable amount of calculation.

Based on the correlation coefficients calculated like this, the best 10 lags
were chosen and used as 10 different features. In Table 2.1. the current
measurement for time t and the best 10 lags are recorded as the bestlags[0,10]

variable.

Congestion features The congestion features were always defined be-
tween the target road segment Rv of the propagation path PPj and the cur-
rently congested road segment Xt = Rr. These are listed in Table 2.1 under
the Congestion category. Congestion features can be divided into two groups
according to their calculation method: static and dynamic.

Static features include data that appear immediately after the CPMA
algorithm is run. The CPMA algorithm has already been run, as this is
why the set of propagation paths PP is known. Static features include the
propagation probability, the expected time of propagation, and the distance
between road segments Rv and Rr.

The dynamic group of congestion features include data that is gener-
ated depending on time t. In elapsed time in state, I recorded how
long the propagation path PPj has been in the state of road segment Rr.
expected arrival time from state determines the time it takes for the con-
gestion to propagate from the road segment Rr to the road segment Rv from
the current time t. This value may be negative if more time has passed than
the expected propagation time calculated by the CPMA algorithm. The
traffic data measured on the road segment Rr is also important data, as it
may contain valuable information about congestion behaviour. Comparing
different intervals, I found that taking into account the interval [t, t − 5)
provides the best results as any time period that is longer will distort the
output. Traffic information for road segment Rr is denoted by the cval[t,t−6)

variable in Table 2.1.
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Category Name Data
type Value Description

Time

minute int [0, 60) Minute of time t
hour int [0, 24) Hour of time t

dayofweek int [0, 7) Number of days in week
of time t

month int [1,12] Month of time t

Target
road

prediction[t,t−1]
list of
floats [0, ∞) Forecasts of

road segment Rv

bestlags[0,10]
list of
floats [0, ∞) Best 10 lags

Congestion

distance float [0, ∞) Distance between
road segments Rr and Rv

expected
probability

float [0,1]
Propagation probability
between road segments
Rr and Rv

expected
time

int [0, ∞)
Expected propagation
time between road
segments Rr and Rv

expected
arrival time
from state

int [-∞, ∞)
Expected arrival time
of congestion between
road segments Rr and Rv

elapsed time
in state

int [0, ∞) Elapsed time on
road segment Rr

cval[t,t−6)
list of
floats [0, ∞) Traffic data measured

on road segment Rr

Table 2.1: Table of features used for the forecast

The process of the forecast The forecast follows the steps shown in
Figure 2.16. First, I perform a congestion analysis in each time t. During
the congestion analysis, I go through the previously identified set of the
propagation paths |PP | and see whether there exists a propagation path
PPj with the target road segment equal to Rv that is also currently in an
active state. If there are more than one active propagation paths PPj at the
same time, I examine which of the road segments Rr in the state Xt of the
propagations is closest to the target road segment Rv based on their distance.
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Figure 2.16: The prediction process of the CTPM

The distance is determined based on the measured length of the road on the
road network.

The congestion features that are required to run the CTPM are also
produced during the congestion analysis. Some of the propagation path-
related features are static, such as the propagation probability or expected
propagation time between Rr and Rv, while others are dynamic, such as
how long a propagation path has been in a given state. These features are
described in detail in Section 2.4.2.

The last step of the congestion analysis is filtering. My studies have
shown that propagation probability under 20% significantly degrades the
output. The low probability means that there was little chance for the given
propagation to occur, so the statistics collected rather distort the forecast
than refine it.

If no active propagation path PPj is found, I will simply use the base
prediction model, because I assume that it can provide an accurate forecast
for the road segment Rv if there is no active propagation. Otherwise, I found
an active propagation, so I continue to carry out the steps described.

In case of an active propagation path, I also run the base prediction model

75



first, the output of which is denoted by the prediction[t,t−1] variable in Table
2.1. The predictiont value will be the base prediction I want to improve.

Since I train only one XGB model for all target road segments, it is
necessary to scale the traffic data of the target road segment and to also scale
the related forecasts, even if the decision tree-based models are not sensitive
to scaling. I compared several scaling methods, and finally decided to use
the Min-Max scaling [90] on interval [0.1], because it gave us the best results
based on the metrics used during the evaluation. Scalers are produced during
training, which is then stored for later use.

After scaling is performed, the XGB model can be run, which uses the
features described in Table 2.1. These features are produced throughout the
entire process. As the modified forecast returns a scaled value, it is necessary
to scale the modified forecast back to the original range in the last step.

2.4.3 Evaluation of Congestion-based Traffic Prediction
Model (CTPM)

During the evaluation, my objective was to demonstrate that by integrating
congestion data the CTPM can improve the performance of any prediction
model. I consider it important to highlight that I do not want to compare
base prediction techniques, but rather to validate the importance of using
congestion data.

The following subsections of this section first describe the dataset used
(Section 2.4.3) then briefly describe the base prediction models used (Section
2.4.3). Then, in Section 2.4.3 the results of the examinations are evaluated.

Dataset

During the evaluation, the PeMS dataset [66] was used. The total dataset
includes measurements of approximately 39,000 measuring stations located
along main routes starting from 1999. Measuring stations have been installed
across the state of California. The total size of the dataset is approximately
12 terabytes currently, which is publicly available and can be downloaded
free of charge by anyone. The analysis of the entirety of the data would
have taken too long, so I only examined a fraction of it. The evaluation
was performed in District 3 (Sacramento area) for a one-year period from
January 1, 2018 to December 31, 2018.
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The studies included a total of 614 measuring stations, from which data
were collected every 5 minutes (time interval = 5 minutes), a total of 105,120
times in one year. During the evaluation I used the first 80 percent of the
studied time period as a training dataset, with the remaining 20 percent
serving as a test dataset.

Base prediction models

To demonstrate performance I selected three base prediction models of dif-
ferent types. In the course of the examinations, the forecasts of these base
prediction models are improved by the prediction model I have prepared.

The simplest of the three models is the Historical Average (HA) model.
This naive method essentially determines the forecast on the basis of the
arithmetic average of historical data [91]. Despite its simplicity, in the case of
longer prediction horizons it can achieve better results than the more complex
models. Another significance of the HA model is that it is a widespread base
model used in actual navigation systems [92] in hybrid solutions [93]. In the
case of the HA model, the data from the past 4 weeks was taken into account
when executing forecasts.

The Long Short Term Memory (LSTM) [94] model is an extension of
the Recurrent Neural Network (RNN) model that is capable of identifying
short and long-term dependencies. The LSTM model was chosen because it
is able to identify nonlinear relationships and its use is extremely widespread
in current professional literature [95, 83, 96, 97]. The disadvantage of training
complex LSTM networks is that it is an extremely costly operation, so the
training of a separate model for each road segment is very time-consuming.
When training the LSTM model, I used the best 50 lags, which I determined
as described in Section 2.4.2. We have found that at 50 lags LSTM gives
good results while training time remains manageable.

The XGB model has been selected as a base prediction models because
over the past few years several researchers have successfully applied it to
forecast traffic in professional literature [98, 99, 100], while it has been able
to compete with more complex models in accuracy. The operation of the
XGB model has already been described in detail in Section 2.4.2. Since the
training of simple decision trees is a significantly less costly task, it learns
more quickly by orders of magnitude than in the LSTM networks. To be
fair, I also used the best 50 lags to train the XGB model.
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Results

The Root Mean Squared Error (RMSE) error metric was used to evaluate the
CTPM. The RMSE error metric is the most widely used metric to evaluate
the performance of regression models. Let ŷ be a T long series of forecast
values and y be a series of real measurements from the same time period. In
this case, the RMSE is calculated as follows:

RMSE(ŷ,y) =

√√√√ 1

T

T∑
i=1

(yi − ŷi)2. (2.25)

Since I was also curious about how much the CTPM improved the base
prediction, I also created a metric called Score. The Score metric determines
the percentage of how much more accurate the result of the modified forecast
was compared to the original forecast based on RMSE values.

Let RMSEbase denote the RMSE values measured on the base prediction
model and RMSECTPM the RMSE values measured on the CTPM. Using
them, Score is equal to:

Score(RMSEbase, RMSECTPM) = (
RMSEbase

RMSECTPM

− 1) · 100. (2.26)

The value of the Score may also be negative if my prediction model degrades
the original forecast.

The CTPM was compared with the three base prediction models along
the 5, 15, 30, 45 and 60-minute prediction horizons. The results are presented
in Figure 2.17, where the Score was shown as a function of the prediction
horizon.
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Figure 2.17: Results achieved by CTPM as a function of the prediction
horizon.

It can be seen that the use of CTPM has significantly improved the
original forecasts for all three base prediction models. In no case has there
been a negative Score, and the lowest improvement globally was 4.99%.

Based on all results, I achieved an average improvement of 18.16% using
my model, which may seem outstanding. In reality, the results of the HA
model are the ones raising the average. The improvement for the HA model
was 34.86%, while in the case of the LSTM and XGB models it was 8.9%
and 10.65%. Nevertheless, these values remain a significant improvement in
the accuracy of the forecast.

The best results were achieved along the 5-minute horizon. Here I were
able to improve the results of the LSTM by 18.52% while improving XGB’s
output by 12.3%. The greatest improvement was also achieved with the HA
model, where a 77.1% Score was measured.

CTPM was also able to improve the output of base models in the longer
term. In the case of the 60-minute horizon it was able to achieve a 10-
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20% improvement, with minor fluctuations for all models. An interesting
phenomenon is that at the 60-minute horizon there is significantly less im-
provement in the case of the HA model than at the 5-minute horizon.

To better understand the phenomenon in Figure 2.18 I plotted the RMSE
values separately for each base prediction model. Then RMSE values asso-
ciated with their modified results were also drawn with a dotted line. In the
case of HA, it is curious that at the original 5-minute prediction the base
model performs very poorly, but in cases with longer prediction horizons it
beats even the more complex prediction models.

Looking at the RMSE values in general, it can be said that the RMSE
values of CTPM (dashed lines) improved the original predictions by an al-
most constant value, regardless of the model used or the prediction horizon.

Comparing to the curves of Figure 2.18, it can be seen that at the 60-
minute horizon, my prediction model reached an RMSE value of 0.066 using
the HA prediction, while LSTM and XGB achieved only 0.078 and 0.075
even with using my prediction model.

The great advantage of decision tree-based models is that the results of
the models obtained at the end of training can be easily interpreted thanks
to the simple structure. Taking advantage of this, I examined which features
the CTPM takes into account with greater weight.

In Figure 2.19 I show the different importance of the features at the 5-
minute prediction horizon for the HA (Figure 2.19a) and XGB (Figure 2.19b)
prediction models. The importance was determined by the number of times
a feature appeared in the trees. The more it appears, the more times it was
able to provide the best split during training.

Comparing the two feature importance figures I find a similar ranking.
In both cases, the defining features are either bestlags, cvals, or prediction
features. It took us by surprise that in both cases one of the most defining
features was elapsed_time_in_state. After that came the other congestion
and time features, which, albeit with a lower weight, still affected the output.

2.5 Conclusion
In today’s smart cities, accurate traffic forecasts play a key role in traffic
management and route planning. The performance of the currently used
prediction models is satisfactory under general conditions, but it is also nec-
essary to take into account external data sources in the prediction process
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Figure 2.18: RMSE values achieved by the prediction model as a function
of the prediction horizon.
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Figure 2.19: Visualizing feature importance
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if we want to reduce the prediction error due to uncertainty. In this chap-
ter, my goal was to show that congestion-related data not just help us to
understand the hidden correlations between road segments, but it can be an
essential data source for future traffic prediction models as well.

During my work, the first challenge was to find a way to extract useful
information from smart cities’ massive size traffic datasets.

In the first step, to collect congestion data, the flow-speed ratio-based
definition of traffic congestion has been introduced based on road segment
parameters to eliminate the manual parameter tuning for congestion detec-
tion. Then I proposed the SCPP which is capable of using gathered conges-
tion data to find frequent traffic jam propagations. SCPP not only provides
an accurate road network model, but is also a scalable solution for complex
road networks. I introduced the steps of SCPP in details and then I com-
pared the output of the method to an accepted and widely cited solution of
the literature. The results of my investigation clearly showed that SCPP
carries out its task significantly faster and more precisely than the exist-
ing solution, while also adding frequency information to the output, further
aiding the refinement of the road network analysis and the visualization of
propagations.

Besides the congestion propagation patterns, another important addi-
tional information is the expected time and expected probability of a prop-
agation pattern. This information can be used directly as an input to route
planning algorithms, which can help real-time traffic management, while the
output of the traffic predicting methods can be refined for longer time pe-
riods. I have proposed the CPMA model, which is the first to be able to
determine the expected propagation times as well as propagation probabil-
ities for any propagation pattern by using Markov chains. My method was
subjected to a detailed performance analysis using a dataset extracted from
real road networks, in which I examined how accurately my model determines
the propagation time and probability. According to my study, CPMA was
only 3 and a half minutes off compared to the test dataset, when analyzing
congestions that occurred several times a day. This is a good result, as it
is minimal compared to the length of the propagation times, only 6% in the
studied cases. During the evaluation, I also presented new possibilities for
visualization for the results provided by the method.

After extracting the congestion information, I had to figure out how to
incorporate traffic congestion data in existing traffic prediction models. In
the final section, I presented the Congestion-based Traffic Prediction Model
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(CTPM), which can integrate congestion propagation data as an exogenous
data source. The structure of the CTPM and the features used have been
described in details. The developed model can be used in conjunction with
any existing traffic prediction model, so there is no need to replace well-
functioning methods.

The performance studies were carried out along different prediction hori-
zons and base prediction models. My studies show that the use of congestion
data in this way significantly improves the accuracy of the forecasts; in the
studied cases the average improvement was 18%. The results successfully
showed that congestion data is an important data source for traffic predic-
tion models.
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Chapter 3

Developing fast and reliable
Automatic Incident Detection
(AID)

As I mentioned earlier in the Introduction, the other major class of traffic
jams besides the frequently recurring congestions is the class of unexpectedly
occurring congestions. These congestions are typically caused by unforeseen
incidents like an accident, hazard on the road, an unexpected big break
(which causes shockwave), heavy rain, fog, etc. Research has shown that
traffic incidents account for at least 60% of the non-recurring congestions
[101, 18].

In order to reduce the negative effects of unexpected traffic incidents, it
is essential for intelligent city management systems to be able to respond
as quickly as possible to unexpected situations. In addition to providing
useful information to city traffic management, quick and reliable AID can
also provide new data for route planning and traffic forecasting algorithms,
along with being an important data source for dynamic traffic light control
systems.

AID is a long-established area of research that has come back into focus
now that new types of data sources and data analysis methods, as well as
increasingly used artificial intelligence-based solutions, have become wide-
spread [102]. From the start, it has been a major challenge for researchers to
address the contradiction between the accuracy and the speed of detection.
Looking at the performance of the methods found in the literature, it can
be concluded that although the methods are capable of high detection rates,
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even close to 100%, they are also very slow to detect incidents, or they send
a number of false alarms. The opposite of this phenomenon can also be
observed, with rapid detection being achieved but accompanied by a low
accuracy of less than 70%. It is important to point out that frequent false
detection makes the task of traffic management extremely difficult. False
detection can result in incorrect reallocation of resources and modification of
traffic light schedules, which can upset the otherwise normal pace of traffic.

Another major challenge with AID is obtaining a suitable dataset. Since
incidents are rarely occurring events, collection is difficult in large quanti-
ties. It is also important that we have information not only about incidents,
but also about traffic data in their immediate vicinity. Unfortunately, the
datasets used for research in professional literature contain a small number
of incidents (10-30), which is not sufficient for the artificial intelligence based
models used today, or the dataset has not been made publicly available.

In this chapter, I would like to offer a solution to the two challenges
mentioned above. First, I created an incident dataset containing data from
452 incidents as well as traffic detector data from the immediate vicinity of
incidents for the investigated time period. The dataset has been made pub-
licly available to make my results reproducible and to assist related scientific
research.

Using the completed dataset, I developed a new AID model. To do this
I applied a new approach, in which I used state-of-the-art machine learning
tools and developed new, complex features that focus on detecting transient
phenomena caused by incidents in traffic data. My detailed analysis showed
that the model I developed can surpass the methods from professional liter-
ature in accuracy as well as speed, with low false alarm rates.

In the last part of the chapter, I would like to introduce another algorithm
I developed. This algorithm discovers and follows a single incident’s effects to
give insight into hidden influences and correlations between the road segments
affected by the incident. The information extracted from the result can be
useful for city planning and handling incidents in the future.

The remainder of this chapter contains the following sections. In Section
3.1, I place considerable focus on describing the key features of incidents since
understanding the incidents’ effect on traffic data is crucial to implement
an AID method. In addition to presenting the key features of incidents,
I also examine related works found in the professional literature in Section
3.2. The AID method I have developed is described in Section 3.3. I have
also provided the evaluation of this method in Section 3.4. I compare the
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method with the results of several machine learning models and previous
AID methods. The Section 3.5 describes the TIAPA, which identifies the
effect of a single incident. Finally, I end this chapter with a short conclusion
in Section 3.6.

3.1 Features of the incidents
For decades, researchers and city managers have been working on ways to
automate the detection of traffic incidents. The reliable and fast Automatic
Incident Detection (AID) allows city managers to take preventive action to
avoid congestion, as well as route planners and forecasting systems to use this
additional information to improve planned routes and forecasts. The proper
implementation of incident detection requires understanding and examina-
tion of traffic phenomena caused by incidents. Therefore, in this section, I
focus on presenting the features defined by professional literature that are
currently used for implementing AID.

An incident is defined as any non-recurring event on a road network that
reduces the capacity of a given road segment. An incident can be an accident,
a pulled over or broken down vehicle, traffic hazards, debris on the road,
fallen cargo, road network maintenance or refurbishment and other special,
non-emergency events [103, 18]. Events in the previous list are referred to as
incident types.

To categorize incidents, the Traffic Incident Management Handbook
(TIMH) [104] defines an incident profiling and classification procedure based
on the type, location (has it blocked a lane?) and duration of the incident,
which can be seen in Figure 3.1. The figure shows that we have data for 70%
of all incidents, of which 80% are related to vehicles pulled over, 10% are
accidents and the remaining 10% are classified in other categories. It can be
seen that in all cases the incidents that block lanes are causing relatively large
delays, but the incidents at the side of the road can also cause measurable
capacity reductions. Accidents blocking multiple lanes cause considerably
large delays.

This means that incidents that have no effect on traffic development can-
not be detected from traffic data, so there will definitely be a subset of
incidents that are impossible to detect with a traffic-data based AID.
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Figure 3.1: Incident profiling as defined in TIMH [104]

The Manual on Uniform Traffic Control Devices (MUTCD) [105] com-
piles incident types into three main categories based on a similar set of crite-
ria. Major incidents last for at least 2 hours and are typically fatal accidents
or other incidents involving dangerous substances that are difficult to clean
getting on the road. When this happens, it is often necessary to close all
lanes (interestingly, these 2 hours are not in line with the maximum 90-
minute value in TIMH [104]). The length of intermediate incidences falls
between 30 minutes and 2 hours. This may require the complete closing of
the given road segment, but partial roadblocks are more common. Minor
incidences are those of less than 30 minutes that rarely require lane closure.
Typically this includes vehicles that are pulled over or small collisions.

Recently, the length of incidents has been the subject of several stud-
ies [106, 107, 108], as this may be valuable information for road network
management organizations, route planning algorithms or traffic forecasting
services. These researches have found that different types of incidents have
different lengths that correspond to them. A study conducted in Australia
[107] showed that the accidents included in the study lasted on average 43
minutes and the incidents related to pulled-over vehicles lasted on average
41 minutes. Hazards have the longest lasting effects, with an average length
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of 74 minutes. Another interesting observation was that incidents last longer
on weekdays than on weekends.

traffic direction

incident location
Upstream 
detector

Downstream 
detector

Du Dv
I

Figure 3.2: Configuration method for examining traffic incidents.

A common examination method for traffic incidents is illustrated in Figure
3.2, where incidents are detected with data from traffic detectors[109, 110,
111, 112, 113]. Of course, there are other methods [114, 115], which determine
the occurrence of an incident from travel time data or speed/acceleration data
extracted from vehicle trajectories, but I won’t deal with these approaches
here.

Incident I is detected using two traffic detectors: DDu (upstream) and
Dd (downstream). In relation to traffic direction, the upstream detector is
located in the pre-incident area, while the downstream detector is monitoring
traffic in the post-incident segment. Using upstream and downstream detec-
tors, several articles break down the investigated road network into segments,
where detection is carried out.

The detectors typically measure flow, speed and occupancy values, which
are always determined for consecutive time intervals of a fixed length. Typical
time intervals include 30 seconds, 5 minutes and 1 hour. Flow represents the
number of vehicles and speed represents the average speed of vehicles passing
by a detector for a given time interval. Occupancy indicates the percentage
of time vehicles were over a detector for a given time interval.

In case of incident I, different phenomena may be observed on the up-
stream and downstream detectors [116].

In order to better illustrate the differences in the forming traffic patterns
between upstream and downstream detectors, a comparison of different mea-
sured metrics can be found in Figure 3.3 for three different traffic demands.
If, as a result of the incident, the capacity of the affected road segment is
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reduced at the location of the incident, vehicles will start to pile up when
traffic demand rises above this amount on the pre-incident segment towards
the upstream detector. As soon as the effect reaches the Du upstream de-
tector, significantly reduced flow and speed values can be measured (Figure
3.3c and Figure 3.3e), while occupancy, in contrast, increases (Figure 3.3a).
However, it is important to note that if the traffic demand is low enough, it is
impossible to detect the incident from traffic detector data, since even with
reduced capacity, the road segment can serve the current traffic demand.

In the meantime, the measured speed values on the Dd downstream de-
tector start to increase up to the free-flow speed (Figure 3.3d).

Free-flow speed is the speed at which vehicle drivers can go when other
vehicles do not impede their movement [54]. The vehicles are congested be-
fore the incident, therefore the flow and occupancy values measured on the
downstream detector will show a declining trend compared to the pre-incident
values (Figure 3.3f and Figure 3.3b). Another important observation is that
the effect on the upstream detector appears slower than on the downstream
detector, as the congestion phenomenon propagating in the upstream direc-
tion is moving slower than the vehicles leaving the incident.

As a first step, I looked at the occupancy time series. Figure 3.3a shows a
dramatic increase in occupancy in case of all three traffic demands after the
occurrence of the incident with variable delay. An interesting observation of
the upstream is that the time it takes for the effect of the incident to appear
depends on the traffic demand. The higher the traffic demand, the faster
the effect appears. This is logical, since vehicles are congesting faster behind
each other.

It is important to note that depending on the position of the incident
between two measuring stations, the effect of the incident on the detectors
appears with different delays.

In contrast to upstream, the phenomenon that appears downstream (Fig-
ure 3.3b) appears quite quickly, but even though the effect can be detected it
is less distinct than in the case of upstream. The time of the effect appearing
downstream does not depend on traffic demand.

A drastic change, much like upstream occupancy, can be seen in Figure
3.3c, which shows upstream speeds. After the incident, the measured speed
started to decrease sharply with the delay, depending on the traffic demand.
As seen in Figure 3.3d, the downstream speed data cannot detect the effect
of the incident.

The pattern of the upstream flow time series shown in Figure 3.3e is
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(a) Different occupancy time
series measured on the up-
stream detector.

(b) Different occupancy time
series measured on the down-
stream detector.

(c) Different speed time series
measured on the upstream de-
tector.

(d) Different speed time series
measured on the downstream
detector.

(e) Different flow time series
measured on the upstream de-
tector

(f) Different flow time series
measured on the downstream
detector.

Figure 3.3: Time series measured on upstream and downstream detectors for
different traffic demands [116].
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a surprising phenomenon. These time series do not show any difference,
regardless of traffic demand, although the measurements appear noisy. The
effect of the incident is much more prevalent in the downstream flow time
series shown in Figure 3.3f. Here we can see a decrease in flow rate after the
incident occurred. The bigger the traffic demand, the greater the decrease.
This phenomenon confirms that due to a decrease in capacity, only part of
the traffic demand can be adequately satisfied.

Of course, there is no guarantee that an occurrence of an incident will
cause congestion. Incidents only cause problems on a given road segment if
the current traffic demand is greater than the capacity of the road segment.
For example, on a three-lane highway, a pulled over car is often not a problem
even with higher traffic demands. Another example could be an accident at
night on a three-lane highway that occupies only the outer lane. Although
the capacity of the road segment is temporarily reduced, the effect can hardly
be detected due to the minimal traffic demand at night. Another extreme is
when an incident occurs on an already congested road segment. In this case,
it is also not possible to detect an incident simply by taking the detector
data into account.

3.2 Incident detection methods
An examination of the effects of incidents has shown that the occurrence of
an incident distorts the time series of the traffic data in a way that is readily
detectable. The challenge is that, depending on the type of incident, the
capacity of the road network, the current traffic demand, and the distance
between the detectors, the effect appears in the data at a different extent
and delay. Because of this, for a truly reliable and rapid detection method it
is necessary to carry out my studies on a dataset that is large and contains
many different scenarios.

AID methods have been continuously published by researchers since the
1970s, but the area is still actively researched thanks to the spread of new
machine learning methods. In this section, the more significant AID methods
from professional literature will be described. Since my method is based
on data from traffic detectors, I mainly focused on those methods that use
detectors as data sources as well. Of course, methods based on other data
sources will also described.

In professional literature, three main metrics are generally used to com-
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pare the performance of AID methods. The DR represents the ratio of cor-
rectly detected incidents to the total number of incidents. MTTD contains
the average amount of time needed to detect incidents. FAR is the ratio of
false incidents detected when no incident actually occurred. The metrics are
detailed in Section 3.4.2.

To make the comparison of methods fair, I have implemented them wher-
ever possible. It is important to point out that the performance of each
method was measured on the new incident dataset described in this chapter,
so that the operation of the methods is actually comparable, as each method
had to recognize the same incidents. The results are summarized in Table
3.3.

One of the best known of the early AID methods is the California algo-
rithm [117], of which several modified versions have been made [118]. The
method compares the occupancy values measured by two adjacent traffic de-
tectors. The steps for comparison are shown in Figure 3.4, which is from one
of the most frequently referenced: the 7th version of the algorithm. The 3.4
variable denotes the difference between the occupancy values measured on
the detectors, the OCCRDF variable denotes the ratio of the difference be-
tween occupancy values measured on the detectors, and the DOCC variable
denotes the occupancy value of the second detector in the direction of travel.
If these are larger than the pre-set threshold values T1, T2, T3, then the
method considers the measurement to be an incident. Although the method
is simple and surprisingly effective, the three thresholds are difficult to adjust.
Setting these thresholds incorrectly and using noisy datasets can cause high
FAR values. When comparing the results, the algorithm achieved 91.85%
DR, 7.73% FAR and 7.28-minute MTTD values, which can be considered
an average performance.

In order to reduce noise induced FAR, a Low-pass (LP) filter is used in
the Minnesota algorithm [119], which is applied separately to the occupancy
time series of the two detectors. The time series were examined with disjoint
time intervals of 30 seconds. The operation of the algorithm is similar to
that of the California algorithm: the steps and two thresholds defined by
experts can be used to determine whether an incident had occurred at a
given time. The disadvantage of the algorithm is that it cannot distinguish
between congestion occurring because of a narrow cross section and actual
incidents. My studies also showed that using the parameter settings proposed
in the article, although the DR value was high (99.25%) and only 2.2 minutes
were measured for the MTTD value, the FAR value was extremely high at
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Figure 3.4: The tree structure applied in the California algorithm #7

Noise-induced difficulties are addressed by the University of California,
Berkeley (UCB) algorithm [120] with a cumulative difference in occupancy
values.

To do this, first the sum of the occupancy values measured so far on the
two adjacent detectors is calculated separately, and then the difference be-
tween the two sums is taken. According to the authors, the change in the
difference of the cumulative occupancy values follows Random-walk move-
ment, so if the magnitude of movement rises above a pre-set threshold, their
method identifies the given time as an incident. My studies have shown that
the method can achieve a low MTTD value of 3.34 minutes and a 3.4% FAR
value, but the value of DR was only 82.22%, which is low compared to other
methods.

Other methods use a statistical approach instead of previous solutions.
The algorithm of Levin et al [112] uses the value of the OCCRDF variable
from the California algorithm for detection. Based on the input dataset, the
distribution of the incident and normal measurements are determined sepa-
rately. In the case of a newly received measurement the Bayesian model is
used to determine which distribution the measurement belongs to. Unfortu-
nately, I was unable to reproduce the output of the method because I did not
have access to the "Emergency patrol vehicle-assists database" to calculate
the probabilities. This database is used to determine the likelihood that an
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incident will actually affect the capacity of the given road segment. Based on
the studies published, the method achieved extremely good results on data
with 30-second time intervals, but the Mean-Time-To-Detect (MTTD) value
was above 3.5 minutes.

In addition to the previous methods, there are also examples of techniques
using different time series prediction for AID implementation in professional
literature. In this approach, a prediction model is built for the examined
traffic variable, and then monitoring the error of the predictions produced
by the model. If this error is above a set threshold value then the given time
can be considered an incident. Ahmed et al developed a Auto Regressive
Integrated Moving Average (ARIMA) based method [121] that builds models
on the occupancy time series of detectors. The 95% confidence interval of
the forecast was used to determine the error limits. Using the confidence
interval suggested in the article, I measured a MTTD of 0.98 minutes and a
DR of 100%, which are good results, but a FAR value of 8.96% is considered
high. This means almost every 10th alarm is false, which could be troubling
for traffic management.

The RoadCast Incident Detection (RCID) [122] algorithm uses the Ran-
dom Forest (RF) model to build a prediction model for each detector sepa-
rately. It also incorporates data for holidays and events into the prediction
model as an external data source. The integration of external data sources
are described in detail in the article. The error limit for the predicted val-
ues are determined using the Quantile Random Tree Regression (QRTR)
method. The QRTR method is a complement to the RF model, which es-
timates the range in which the prediction output will fall based on a known
probability value (quantile). If the real measured values are outside the range
defined by the quantile three times in a row, the RCID signals an incident.
Unfortunately, due to the lack of external data sources, I was unable to re-
produce their results, so I could not compare them with the other methods.
In their own tests, they achieved very good results, typically with DR values
above 80% and FAR values below 2%, but the MTTD values weren’t pub-
lished. According to their studies, higher FAR values were measured in cases
where an event was held in the area under investigation. In these cases, the
forecasts themselves were inaccurate.

The DWT-Logit hybrid method [123] uses binary classification executed
with logistic regression to implement AID. The output of the logistic regres-
sion indicates the probability of an incident. The probability from which it
counts as an incident can be determined by setting a threshold value. The

95



originally noisy data is cleaned with DWT, which is used to filter out high-
frequency, probably noise-like components. The DWT-Logit hybrid method
reached a DR value of 100% and an MTTD value of 1.19 minutes on my
dataset, which is the best result of the examined methods. In contrast, the
method’s FAR value was extremely high at 27.04%, which is not acceptable
in a real system.

In recent years, several publications have tried to achieve break through
using Neural Network (NN). The authors of [116] treated the phenomena
detected on upstream and downstream detectors separately, building separate
Radial Basis Function Neural Network (RBFNN) models for the detectors.
Different DWT coefficients were used as inputs for RBFNN models.

For upstream detectors, occupancy and speed coefficients were used, and
for downstream detectors occupancy and flow coefficients were taken into
account. Simulated and real data were both used for performance analysis.
On the real dataset, which contained only 21 incidents, they reached a DR
value of 95.2% and a FAR value of 0%, but the MTTD was not measured,
which would have been important information.

Another study [124] focused on correctly setting the hyperparameters of
the Neural Network (NN). The method uses fuzzy logic to set the topology of
the hidden layers and the parameters of training for the NN. For setting the
hidden layers, they used Stacked Auto Encoder (SAE) and Back Progapation
(BP). In contrast, Li et al use the less common Extreme Machine Learning
(EML) NN for incident detection [125]. The values of speed, flow and oc-
cupancy measured on the upstream and downstream detectors are used as
inputs for a shared model. According to the author’s tests, EML surpassed
NN. Although neural network-based methods are promising and the results
presented in the publications were better than other machine learning meth-
ods, unfortunately the results could not be reproduced in either case, as the
publications lacked the precise hyperparameter settings.

In addition to neural networks, another commonly used method is the
Support Vector Machine (SVM) [109, 110, 111]. In Motamed’s dissertation
[109] he developed an incident detection method with different SVM param-
eter settings and using data from two adjacent stations. The SVM model
used flow, speed and historical speed values from the upstream detector and
flow and speed values from the downstream detector as input parameters. In
my comparison, their method reached a 100% DR value and a 2.76-minute
MTTD value, but at the same time I measured a high FAR value of 12.84%.

Nowadays, in addition to traffic detectors, the GPS trajectories measured
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in vehicles are an increasingly widely used data source. This is often referred
to as floating car data. The method developed by Ki et al [126] uses the
phenomenon of high speed differences measured before and after the con-
gestion. For detection they use a Feed Forward Neural Network (FFNN)
method with layers (30,11,2). In their next work, they produced a modified
version of the previous method [127], which uses layers (30,14,2).

In both cases [126, 127], the data for 3 road segments were examined:
before, during, and after the congestion. A binary feature vector with 10
elements was defined for each of the three road segments based on the rate
of speed changes measured. To do this, the set of possible values was divided
into 10 disjoint ranges, and then the measured ratios were classified into
these ranges. The value of an element of the feature vector was 1, where
the measured ratio belonged, and 0 in the remaining 9. The binary feature
vectors of the 3 road segments were added sequentially for the input of the
neural network. The best of the published results were 77.3% DR and 8.6%
FAR values. MTTD was not measured.

The Asakura method [115] used Travel Time (TT) instead of speed values
for incident detection. The method compares current and previous TT values
measured on a road segment in three steps. For each of the three steps a
separate preset threshold value is defined, and if it is exceeded the algorithm
flags it. Their best results were 50.2% DR, 0.015% FAR and 16.1 minutes
MTTD values.

The advantage of methods based on GPS trajectories is that there is no
need to build infrastructure and thereby serious installation and maintenance
costs can be avoided. The disadvantage is that we do not know exactly how
many vehicles on the road network we have information on. This value is
called penetration. The literature showed that the results were worse than
methods using detectors and, additionally, the reliability of the methods may
be significantly reduced if the penetration rate is below 5%. Another problem
with the use of GPS trajectories is that companies with large datasets do not
make the stored data publicly available in many cases because of commer-
cial or personal legal reasons, which further complicates research. However,
trends show that with the development of technology and the spread of new
vehicle communication devices [128, 129], this data source will give a new
momentum to the research of AID methods.

Looking at the results in Table 3.3, it can be said that the existing meth-
ods generally perform well. When examining the DR values, several methods
[121, 123, 109] achieved the maximum performance of 100%, and measured
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relatively low MTTD values. Among the metrics, only the FAR values were
too high, and none of the well-performing methods could reach a value below
5%. This is assumed to be due to the fact that models are more sensitive to
noise in order to achieve high detection rates and fast detection.

3.3 Trasient-based Automatic Incident Detec-
tion (TBAID)

Thesis 2.1 I have proposed the Trasient-based Automatic Incident Detec-
tion (TBAID) model, which overperformed the existing methods from the
literature, with a 97.22% DR, 1.56% FAR, and a 1.89 minutes MTTD.
[J5, C3]

In Section 3.2, we saw that the methods currently available in professional
literature have achieved good results according to the DR and MTTD met-
rics. However, it also turned out that the current methods are struggling to
manage high FAR values, which can cause significant problems for a traffic
management center. False alarms can distract traffic managers and they can
disrupt the operation of the intelligent transportation systems that use the
output of the algorithm. The Trasient-based Automatic Incident Detection
(TBAID) method that I have developed provides a solution to the problem
of high FAR values while keeping the DR value high and the MTTD value
low.

TBAID uses a new approach to reduce the number of false detections.
One of the reasons for the high FAR values found in the current methods is
that they want to detect the entire duration of the incidents, which can add
extra noise to the training set. In this case, not only the occurrence of the
incident, but also the permanent decrease in capacity caused by it and the
its resolution may also be labeled as an incident, depending on the time at
which the traffic authorities specified its end.

During my examination of incident behaviors (see Section 3.2), I have no-
ticed that the phenomena of transition between normal and incident states
will occur in all cases and is difficult to confuse with other traffic phenomena.
Conversely, there may be other reasons for a permanent capacity reduction.
Therefore, TBAID focuses on detecting transient phenomena between nor-
mal and incident periods instead of the whole incident.
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In order to achieve this, in addition to the previously known features
describing the collected traffic data, I created new features that have not
yet been used in professional literature, focusing specifically on detecting the
transient phenomena. These features are described in detail in Section 3.3.1.
For the task of classifying non-incident and incident times, I applied the
XGB model, which has not yet been used in the AID area and, according to
my studies, has further increased the accuracy of my method. The operation
of the XGB model was summarized already in Section 2.4.2.

3.3.1 Description of features

It is essential for machine learning methods to take into account as many
useful features as possible during their operation. A feature is useful when
it has sufficient discriminating power, so it can easily separate normal and
incident times into two disjoint sets. These new features are produced by
transforming raw Speed (SPD), Flow (FLW), and Occupancy (OCC) fea-
tures measured on the detectors.

Occupancy Difference (OCCDF) and Speed Difference (SPDDF)

The analysis of the incident time series revealed that when an incident oc-
curs, the difference between speed and occupancy values that differs from
the average can be observed between upstream and downstream stations.

The OCCDF and SPDDF features represent the differences between
upstream and downstream detectors. At times when an incident occurs, the
value of the OCCDF and SPDDF features will be higher than the average.

Denote the N long occupancy and speed time series measured on
the upstream detector by OCCup = {occ1, occ2, . . . , occN} and SPDup =
{s1, s2, . . . , sN}, and denote the N long occupancy and speed time series
measured on the downstream detector by OCCdown = {occ1, occ2, . . . , occN}
and SPDdown = {s1, s2, . . . , sN}.

The time series OCCDF= {occdf1, occdf2, . . . , occdfN} is a series of dif-
ferences between OCCup and OCCdown, the nth element of which is:

occdfn = OCCup,n −OCCdown,n, n = 1, 2, . . . , N. (3.1)

Similar to OCC, the time series SPDDF= {spddf1, spddf2, . . . , spddfN}
is a series of differences between SPDup and SPDdown, the nth element of
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Figure 3.5: Features related to occupancy data. The yellow rectangle indi-
cates the presence of the incident.

which:
spddfn = SPDup,n − SPDdown,n, n = 1, 2, . . . , N. (3.2)

The second subfigure of Figure 3.5 shows an example of an OCCDF time
series. The time interval affected by the incident was marked with yellow.
Although the value of OCCDF increases during the period of the incident
in line with the expected behavior, a similar phenomenon is observed at the
beginning of the time series, which makes detection difficult and increases
the FAR value.
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Change of Occupancy Difference (CODF) and Change of Speed
Difference (CSDF)

In order to reduce the effects of noise that interfere with detection, as men-
tioned in the introduction of the chapter, I focus only on the occurrence of
the incidents. During the examination of the incident data, OCCDF and
SPDDF values significantly increased as the incident occurred. This obser-
vation was used to produce the CODF and CSDF features.

As a first step, the difference between the nth and (n − 1)th element of
the OCCDF time series is determined.

ochi = occdfn − occdfn−1,

where n = 2, 3, . . . , N , i = 1, 2, . . . N − 1 and i = n + 1. Then in order to
determine time series CODF= {codf1, codf2, . . . , codfN−1}, all that is left is
to examine is whether the value of ochi is greater than zero:

codfi =

{
0 ha ochi < 0

ochi otherwise.
(3.3)

With this step, I can filter out negative changes that are not related to
incidents. The third subfigure of Figure 3.5 illustrates the impact of this
procedure. If I compare this to the second subfigure of Figure 3.5, which
belongs to OCCDF, I can see that the disturbing noise has been significantly
reduced.

As with occupancy, I can also define time series CSDF=
{csdf1, csdf2, . . . , csdfN−1} in the case of speed, where:

csdfi =

{
0 ha schi < 0

schi otherwise,
(3.4)

while:
schi = spddfn − spddfn−1, (3.5)

where n = 2, 3, . . . , N , i = 1, 2, . . . N − 1 and i = n+ 1.

Variance of Change of Occupancy Difference (VCODF)

Although the CODF significantly reduced noise, my goal was to further
clean the time series and highlight the phenomenon that is important to us.
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The time series Variance of Change of Occupancy Difference (VCODF)=
{codf1, codf2, . . . , codfN−2} highlights significant changes in the CODF time
series by defining sample variance between two consecutive times. The cal-
culation method for element number j (j = i+1) of the time series VCODF
is as follows:

vcodfj =

(
codfj −

codfj + codfj−1

2

)2

+

(
codfj−1 −

codfj + codfj−1

2

)2

=

=
3

2
(codf 2

j + codf 2
j−1)− 2(codfj + codfj−1)− codfj codfj−1. (3.6)

Figure 3.5 shows that VCODF reduced the noise in the time series com-
pared to the CODF, while the period of the incident still stands out properly.

Difference to Typical Speed (DFTSPD)

When examining the speed data, another interesting feature is the deviation
from historical speed, since the effects of the incident may result in a sig-
nificant increase in the difference between current and historical data. Let
the Typical Speed (TSPD)= {tspd1, tspd2, . . . , tspdN} be the time series of
historical speeds. The nth element of an N long DFTSPD time series is:

dftspdn = tspdn − SPDup,n, n = 1, 2, . . . , N, (3.7)

where SPDup,n is the nth element of the time series measured on the up-
stream detector, while tspdn is the nth element of the TSPD time series.

During my studies, I found that for the best results, data from the previ-
ous two weeks should be considered to determine historical behavior. Where
no speed data were available, I used the speed limit for the given road seg-
ment.

Rolling window (WND) and features squared (SQRD)

In addition to the new features, I have defined two more optional transfor-
mation steps that further increase the reliability of my method.

When examining incidents, an important observation was that after the
incident occurred, its effects would not appear immediately in the data. The
reason for this is:

• the detectors are usually not installed evenly, so the distances between
them vary,
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• incidents occur in different positions compared to detectors,

• depending on the type of incident and current traffic, the effect will
propagate at different speeds on the road network.

Since the impact of the incident may not appear immediately in the
dataset and the magnitude of the effect also depends on the current de-
mand, it is recommended to examine not only a point of time, but a time
windows in which the impact of the incident is more likely to be detected.
To do this, the method I propose uses a fixed sized rolling time window.
During training, I tried several time windows of different sizes, of which the
20-minute window size proved to be the best. The rolling window is denoted
by WND.

Another optional transformation step is to square the values of the cur-
rent features. By squaring, normal and incident data become further apart,
thereby increasing the descriptive power of the available features, making it
easier to detect incidents. Squaring is denoted by SQRD.

3.4 Performance evaluation of TBAID

3.4.1 Dataset

During the evaluation, the PeMS dataset [66] was used. The dataset is made
up of measurements from approximately 39,000 measuring stations located
along major routes in the state of California, USA, going back to 1999. The
size of the dataset is currently about 12 terabytes, which is publicly available
and free to download for anyone. Analyzing the total amount of that data
would have taken too much time, so I only examined a subset of it. The
evaluation was performed in District 3 (Sacramento area) for a one year
period from January 1, 2016 to December 31, 2016. Traffic data in the
PeMS dataset is available with 30-second and 5-minute aggregation, but the
traffic data of 30-second aggregation was incomplete. Therefore, I was forced
to use traffic data with 5-minute aggregation. The advantage of using the
5-minute data is that the data contains significantly less noise than the 30-
second aggregation, but this increases the detection time because the effect
of events is displayed with a higher delay.

I also have access to the incidents recorded by California Highway Patrol
(CHP) via the PeMS Official Site [66]. I used this incident database as
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a starting point. As many incidents have no effect on traffic data, both
automatic and manual filtering steps were required. In the first step, the
incidents identified as accidents were selected, because they generally have
an impact on traffic trends [104]. In the second step, I selected the incidents
where there was a detector nearby and I received data from both detectors. In
order to determine the position of the incidents and detectors, the absolute
postmile value was used, which represents the distance in miles from the
beginning of the road (or from the state border). In step three, I developed a
graphical tool to display the 5-minute traffic data at the time of the incident
to determine with the naked eye whether the incident caused a change in the
measured data.

After the pre-filtering steps, I manually examined more than 5,000 in-
cidents using my graphical tool. When selecting the incidents, I took into
account whether, at the time of the incident, there was a visible difference
from the historical behavior, a phenomenon described in Section 3.2, shown
on the detector pair. In many cases, there was no discernible difference be-
tween historical and incident data and none of the phenomena described in
Section 3.2 were visible. This may be due to the fact that, depending on
its severity, not all incidents have a real impact on the data, and it has also
been observed that in case of a detector error, PeMS uses historical data
to replace missing periods caused by the error, and therefore such incidents
cannot be used. In the end, of the 5,000 incidents, 452 such cases were iden-
tified. A detailed description of these steps was published on the official page
of my dataset [130].

In the evaluations, I used a randomly selected 60 percent of the incidents
as a training dataset and the remaining 40 percent as a test dataset.

3.4.2 Metrics

The evaluation included the most frequently used metrics in professional
literature: DR, FAR and MTTD.

Let I = {I1, I2, . . . , I|I|} be the set of incidents in the dataset, and Î =

{Îi|Îi ∈ I, i = 1, 2, . . . , |Î|, |Î| ≤ |I|} be the set of detected incidents for
which it is true that Î ⊆ I. The Detection Rate (DR) represents the ratio
of correctly detected incidents to the total number of incidents that can be
determined as follows:

DR[%] =
|Î|
|I| · 100, (3.8)
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where |I| represents the number of incidents and |Î| represents the number
of detected incidents.

The False Alarm Rate (FAR) shows the ratio of measurements incorrectly
detected as incidents to the total number of non-incident measurements:

FAR[%] =
#FDT

#NIT
· 100, (3.9)

where #FDT is the number measurements incorrectly detected as incidents
and #NIT is the number of non-incident measurements. A measurement
means a time interval, the size of which depends on the dataset.

Mean-Time-To-Detect (MTTD) determines the average amount of time
needed to detect incidents as follows. Let the time of occurrence of the
detected incident Îi (Îi ∈ Î) be Îi,T , and the time of detection be Îi,DT .
Based on this, the mean detection time of the incidents can be determined
as follows:

MTTD[mins] =
1

|Î|

Î∑
i=1

Îi,DT − Îi,T , (3.10)

where |Î| represents the number of detected incidents.

3.4.3 Scenarios

Like the method presented by Motamed [109], I have defined several scenarios
on the basis of which features have been taken into account. I examined
several scenarios in order to compare the results and see if the new features
I created actually improved the accuracy of the classification.

The defined scenarios are summarized in Table 3.1. Each column of the
table contains the names of the features (or transformations) I use, while each
row contains a different scenario. A cell contains an Xicon if the feature is
present in the given scenario. My goal in creating scenarios was to see the
FAR decrease caused by the new features I defined.
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#1 X X X
#2 X X
#3 X X X
#4 X X
#5 X X X
#6 X X
#7 X X X
#8 X X X
#9 X X X X X X
#10 X X X X X X X

Table 3.1: The features of the scenarios used in the evaluation.

3.4.4 Results

After determining the scenarios, in addition to the XGB model, I also trained
K-Nearest Neighbor (KNN), SVM and Auto-Encoder Neural Network (AE-
NN) classification models using the defined feature, to make sure XGB is
indeed one of the best choices for Automatic Incident Detection (AID). It is
important to note that the TBAID method ended up using the XGB model
and scenario #10.

The hyperparameters of the classification models were set using grid-
search optimization, during which a significant number of hyperparameter
settings were examined. During the evaluation, nearly 23,000 settings were
evaluated to ensure a fair comparison of the results of the models and sce-
narios.

In evaluating the results, it was a challenge to manage the trade-off be-
tween the metrics. To do this, as a first step I set a threshold value for each
of the three metrics, below which I did not accept the result.

Then in the second step, the results meeting the criteria were sorted based
on the metrics in order of importance of FAR, MTTD, DR.

The results of the evaluation are summarized in Table 3.2. In the case of
results presented in Table 3.2, 95% DR, 8% FAR and 8-minute MTTD cri-
teria were applied. These thresholds values can be considered strict, but the
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model-scenario pairs were generally above predetermined thresholds. With
stricter settings, only the XGB model and more complex scenarios performed
well. Each column of the table contains the metrics of the models, while the
rows are the individual scenarios. In the event that a model-scenario pair
did not meet the metric criteria, a "nan" value can be seen in the cell.

XGB KNN SVM

Sc
en
ar
io

M
T
T
D

D
R

FA
R

M
T
T
D

D
R

FA
R

M
T
T
D

D
R

FA
R

#1 4.38 94.25 3.29 6.43 95.40 3.76 3.13 96.67 6.93
#2 6.28 94.25 2.71 6.78 95.98 4.76 nan nan nan
#3 4.97 94.25 2.61 6.36 94.83 4.71 3.93 94.25 6.44
#4 5.67 94.25 6.19 7.64 94.25 5.04 3.58 97.78 7.99
#5 5.03 94.25 2.67 5.86 94.25 3.58 nan nan nan
#6 2.73 95.56 3.94 3.01 94.25 3.35 2.05 94.44 6.45
#7 4.53 94.25 1.71 6.23 94.83 3.63 3.63 94.25 5.79
#8 1.98 95.56 3.74 2.09 95.56 5.44 nan nan nan
#9 1.83 95.00 1.83 2.58 96.11 4.33 2.13 95.56 2.69
#10 2.13 95.56 0.93 nan nan nan nan nan nan

Table 3.2: Evaluation results, where 95% DR, 8% FAR and 8-minute MTTD
filtering criteria were applied.

Although the evaluations were also carried out for the AE-NN model,
unfortunately in the case of the vast majority I got "nan" values. For this
reason, AE-NN is not included in Table 3.2. This does not mean, of course,
that AE-NN is a bad model, only that it did not work well with this domain
and data.

As seen in Table 3.2, from the point of view of DR none of the models
stood out among the models used, as all of them performed similarly. The
difference is in MTTD and FAR metrics. Looking at the two metrics, XGB
performs visibly better than SVM and KNN models. This is particularly
noticeable in scenarios where new features I have developed can be found.
For the XGB model, I measured FAR values below 2% and MTTD values
below 2 minutes several times. In scenario #10, I was able to reach a FAR
of even 0.93%, but this resulted in an increase in MTTD value.
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Algorithm DR (%) FAR (%) MTTD (mins)
California #7[117] 91.85 7.73 7.28
Minnesota[119] 99.25 48.23 2.2

UCB[120] 82.22 3.4 3.34
ARIMA-based[121] 100 5.24 1.30

DWT-Logit hybrid[123] 100 27.04 1.19
Motamed SVM[109] 100 12.84 2.76

TBAID 97.22 1.56 1.89

Table 3.3: Methods found in professional literature and TBAID results on
the dataset I prepared.

It is also worth noting that the values of the MTTD and FAR metrics are
constantly improving as we move towards higher-numbered scenarios for ev-
ery model. This clearly demonstrates that the features I defined can improve
the output of MTTD and FAR metrics regardless of the model used.

The following stricter criteria were 97% DR, 2% FAR and 2-minute
MTTD values. In this case, I no longer created a table, because I did not
get evaluable results outside of the XGB - scenario #10 pair.

This also means that the use of the SQRD transformation has actually
improved the results, since the use of SQRD is the only difference between
scenarios #9 and #10. The XGB - scenario #10 pair achieved 97.22%
DR, 1.56% FAR and 1.89-minute MTTD results, which are outstanding
when compared to the results of the methods found in professional literature.
Although the methods in Table 3.3 achieved up to 100% DR, at the same
time very high results were measured for MTTD or FAR values. In contrast,
TBAID was able to reach the lowest MTTD-FAR pair at 97% DR.

I was also curious about the relationships between the change in values
for each metric in the case of the XGB model and scenario #10. To examine
this, I used the heatmap shown in Figure 3.6, in which I plotted DR as a
function of FAR and MTTD values with the color scale indicated in the
figure. The different results were obtained by changing the hyperparameters
of the XGB model and the window size (WND).
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Figure 3.6: Change of DR depending on the FAR and MTTD metrics.

Several correlations can be found in Figure 3.6. When seeking low MTTD
and FAR values, the detection rate will also decrease significantly, only reach-
ing values below 90%. If the MTTD is a less important metric, increasing
the MTTD value allows for low, less than 1% FAR values along high DR
values above 95%. It is also clear that an increase in FAR typically results
in an increase in DR, but this behavior is not true for MTTD. According to
Figure 3.6, the highest DR values can be measured around 2.5 minutes, but
after that a slight decrease in DR values can be observed.

Overall, to determine the best result, it is necessary to define a system of
criteria (such as the threshold-based solution I use) that determines how im-
portant each metric is to us. Generally, if we want to achieve an outstanding
result for one of the metrics, it will have a negative effect on the output of
the other metrics.
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Figure 3.7: The impact of window size on each metric.

I also considered it important to examine the impact of the window size
(WND) on the metrics. The results of the examination are summarized in
the boxplots of Figure 3.7. I have examined a total of three window sizes:
sizes 2, 4 and 6, which represent 10, 20 and 30 minutes.

The best MTTD and FAR values were clearly measured for window size
2, but at the same time the DR values were very weak, below 90%, so I do
not recommend using window size 2. Conversely, in the case of window size
6 an outstanding DR value can be measured, but the results for MTTD and
FAR values are too high. In general, the best results were achieved with
window size 4 (20 minutes), which meant relatively low MTTD and FAR
values in addition to an about 95% DR value.

3.5 Traffic Incident Analyzing Algorithm
(TIAPA)

Thesis 2.2 I have shown that the TIAPA offline algorithm can quantify the
level of influence made by an incident on the adjacent road segments’ traffic,
also being able to measure the latency of this effect. [J5, C3]

Besides the accurate and reliable detection of traffic incidents, another
important task is examining incidents’ effect on the road network. With the
analysis of the impact of an incident, we can understand the consequences
of the incident to perform preparations to prevent the serious negative ef-
fects. The output of the analysis could be useful for city planners and traffic
controllers.
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In this section, I introduce the TIAPA algorithm. This method can
discover the effects of an arbitrary traffic incident in an iterative way. Inves-
tigating the congestion phenomena caused by a traffic incident, the algorithm
is able to:

• identify nearby road segments that could be affected,

• calculate the level of influence between the adjacent road segments,

• calculate propagation time of the incident’s effect.

In Section 3.5.1, the graph-based data model will be presented that is suitable
for the analysis of traffic incidents. Then, the steps of the algorithm will be
explained in Section 3.5.2. Finally, I present a case study in Section 3.5.3 in
which the algorithm is examined in action.

3.5.1 Data model

In TIAPA, the road network is modeled with the FG = (CP, FE) directed
flow graph. Each cp ∈ CP vertex represents a control point, which is a
particular point of the road network, where the traffic is measured by different
types of traffic sensors (such as inductive loop detectors, radar sensors, audio
sensors, etc.).

control points

control points

cp1

cp2

cp3

cp4

cp5

cp6

cp7

(a) A road network with control points

fe1,2 cp1

cp2

cp3

cp4

cp5 cp7

cp6

fe2,1

fe3,2

fe2,3

fe2,4

fe4,5

fe5,7

fe7,5fe6,5

fe5,6

(b) The flow graph model of the road
network

Figure 3.8: An example of the traffic graph model interpretation. On Figure
3.8a, the original road network is depicted with control points, while Figure
3.8b shows the road network’s graph representation.
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The fe ∈ FE directed flow edge represents a link between two adjacent
control points (cpsrc, cpdst). A link exists between control points if at least
there is one lane between the two control points in the traffic flow direction.
To every fe directed flow edge, a ts time series is assigned, storing histor-
ical traffic flow data. The ts time series of fe flow edge will contain those
measurements that are provided by the cpdst destination control point of fe.
For instance, if there is a directed flow edge between cp1 (source) and cp2

(destination) control points denoted by fe1,2, then the fe1,2 edge will contain
the traffic data of cp2 control point.

I would like to highlight that besides the data from fixed position sensors,
the data model can also utilize GPS trajectories if so-called virtual control
points are defined, and GPS trace data are aggregated in these points.

On Figure 3.8, an example of the data model is depicted. The figure
shows how the data model has to be interpreted on a simple road structure.
Figure 3.8a illustrates a simple road network with control points that are
marked by cpi labels. In Figure 3.8b, the directed flow graph of the previous
road network is visualized. The cpi labels on this figure are identical with
the labels of Figure 3.8a. If cpx and cpy control points are connected by a
road segment in the direction of the traffic flow, they are also connected by
the fex,y directed flow edge in the graph representation.

3.5.2 The steps of the algorithm

The TIAPA algorithm needs the following three inputs:

• the FG flow graph of the road network,

• the fe flow edge where the traffic incident happened,

• the tstart time of the traffic incident on fe.

The algorithm, utilizing these three inputs, follows the traffic incident’s
effect through the traffic flow graph and determines those flow edges that
could be affected by the input event.

TIAPA algorithm uses a job pool-based approach in which the whole
investigation task is separated into smaller independent subtasks. A subtask
is responsible for the investigation of whether the currently examined fe flow
edge’s ts time series is affected by the incident or not. The following elements
are necessary to run a job (subtask):
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• An fe flow edge,

• The tsan time series, which contains the whole anomaly part (the traffic
incident’s effect) identified by the source job,

• The tstart occurence time of the traffic anomaly in the source job,

• The examined dir direction of the traffic incident’s effect (forward or
backward).

During the initialization of the algorithm, the first job will be created from
the entry point. The entry point is the fe flow edge where the traffic incident
happened. The entry point also contains all necessary input parameters for
the first job, except the tsan time series. By executing the findAnomaly
function (in Section 14), the anomalous part of the ts time series of fe flow
edge can be calculated. After that, the execution of the TIAPA algorithm
can be started, and the processing of jobs will be continued until the pool
has been emptied.

A job will execute the following steps:

1. Finds the best fitting best_lag time lag between the ts time series of
the investigated fe flow edge and tsan anomalous time series from tstart
in the chosen dir direction (see Algorithm 4).

2. Checks that the traffic incident’s effect can be identified from best_lag
or not (see Algorithm 5).

3. If the traffic incident’s effect is detected during the second step, then
the adjacent flow edges of the investigated fe flow edge are put into the
job pool as new jobs. The source job the new jobs will be the current
job.
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The steps of TIAPA are also described in Algorithm 6.
Input :

• tsan: The time series containing the whole anomaly part

• ts: The time series of the fe flow edge

• tstart: The emergence time of the anomaly in the time series

• dir: The direction of the spread of the event (forward or backward)

Output:

• bestlag: The best fitting time lag

• influence: The level of influence

1 last← dist(tsan, shift(ts, tstart));
2 if dir is forward then
3 i← 1;
4 end
5 if dir is backward then
6 i← −1;
7 end
8 lastlag ← 0;
9 while dist(tsanom, shift(ts, tstart + i)) ≤ last do

10 lastlag ← lastlag + i;
11 end
12 bestlag = i;
13 length = len(tsan);
14 influence = 1

1+exp( 1
length

∗last) ;
Algorithm 4: BestFitLag

Find best lag

The BestFitLag function is responsible for determining the start of the traffic
incident’s effect in the ts time series of the investigated job.fe flow edge.

We can assume that the shape of the anomalous time series tsan is quite
similar to the anomaly observed in the current ts time series of job.fe. To
measure the similarity between the two time series, I defined a new distance
function, called shape_dist (Equation 3.11) because in contrast to other

114



distance function like Manhattan, Euclidean, or Dynamic Time Warping
(DTW) [131], I wanted to measure the similarity of the time series’ shape
by differentiating changes in the different time series:

shape_dist(x, y) =

√√√√ n∑
i=1

((xi − xi−1)− (yi − yi−1))2 (3.11)

In the BestFitLag function, shape_dist function is calculated repeatedly
with increasing lag = 0, 1, 2, ... between ts time series and tsan time series.
While the lag is increasing, the shape_dist distance between the two time
series will decrease until the best fit is reached. If the calculated distance
values start to increase, the possible best lag has been reached. Sometimes
the found lag can be just a local minimum, so simulated annealing is still
applied to find the global optimum.

Furthermore, the value of shape_dist function for the best_lag can be
used to express the level of influence between the two flow edges:

influence =
1

1 + exp( 1
length

∗ distance) , (3.12)

where the length parameter is the length of tsan and distance =
shape_dist(tsan, shift(ts, best_lag)) The higher value, the stronger the in-
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fluence is between the flow edges.
Input :

• ts: The time series of the fe flow edge

• tshist: The historical average time series of the fe flow edge

• tstart: The occurrence time of the anomaly in the time series

Output:

• is_anomaly: The input ts time series contains anomaly from tstart or
not

• next_tsan: The anomaly part in the input ts time series if it exists

1 h_model← exp_smooth(tshist);
2 errors← measure_error(h_model, tshist);
3 distr ← norm_dist(errors)

4 c_model← exp_smooth(ts[tstart :]);
5 current_errors← measure_error(c_model, ts);

6 length← 0;
7 while current_errors[length] from distr do
8 length← length+ 1;
9 end

10 if length is 0 then
11 is_anomaly ← false;
12 else
13 is_anomaly ← true;
14 next_tsan ← ts[tstart, tstart + length]

Algorithm 5: findAnomaly

Find anomaly

The findAnomaly function (Algorithm 5) is responsible for determining
whether an anomalous behavior starting from tstart can be identified or not
compared to the normal behavior described by the historical average time
series. If an anomalous part is found, the function returns with its length.

The findAnomaly function exploits the observation that the prediction
error of the exponential smoothing significantly increases when unexpected
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behavior is observed [132]. I analyzed the prediction error of the exponential
smoothing on historical average, and I could conclude that it has a normal
distribution in case of normal behavior (depicted in Figure 3.9), while the
distribution significantly differs in case of anomalous behavior.
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Figure 3.9: Histogram of different prediction errors

In the first step, the findAnomaly function determines the parameter of
the normal distribution, which describes the normal behavior. To do this,
the errors of the exponential smoothing model are measured on historical
average data, then the mean and the variance of the errors are calculated
(line 1-3 ).

In the next step, the function executes exponential smoothing on ts time
series from tstart to determine the prediction errors for the current time series
(line 4-5 ). The prediction errors are stored in current_errors.

Then, it iterates over the element of current_errors, and it runs until the
values of current_errors come from normal distribution (line 6-9 ). After
the function leaves the loop and the length equals with zero, it means that
ts does not contain anomaly, so it returns false immediately (line 10-11 ).
If the length is greater than zero, an anomaly identified. In this case, the
findAnomaly returns the ts[tstart : tstart + length] sub series of input ts time
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series (line 12-14 ).
Input :

• FG: Directed flow graph of the road network

• fe: The investigated directed edge

• tstart: The start time of the unexpected event

Output: The effects of the event organized in a tree structure

1 job_pool← [];
2 visited_edges← [];
3 tsan = findAnomaly(fe.ts, tstart);
4 addJob({fe, tsan, tstart, forward});
5 while job_pool is not empty do
6 j = getNext(job_pool);
7 addVisitedEdge(j.fe);
8 (b, i) = bestFitLag(j.tsan, j.fe.ts, j.tstart, j.dir);
9 is_anomaly, next_tsan = findAnomaly(j.ts, nj.tstart + b);

10 if is_anomaly then
11 s_neighs = getEdges(j.fe.cpsrc);
12 foreach edge in s_neighs do
13 if j.fe.cpsrc is edge.cpdst and edge not in visited_edges

then
14 addJob({edge, next_tsan, tstart + b, backward});
15 end
16 end
17 d_neighs = getEdges(j.fe.cpdst);
18 foreach edge in d_neighs do
19 if j.fe.cpdst is edge.cpsrc and edge not in visited_edges

then
20 addJob({edge, next_tsan, tstart + b, forward});
21 end
22 end
23 end
24 end

Algorithm 6: TIAPA algorithm
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Figure 3.10: The simulation map with location of traffic accident and control
points

3.5.3 Case study

In this subsection, I would like to demonstrate TIAPA’s ability to follow
a traffic accident’s effect through a traffic flow graph. In the case study, I
wanted to analyze a complex real-world road network with many intersections
to make sure the algorithm is functional. Unfortunately, a traffic dataset that
contains the previously described complex road structure was not available,
so I had to run a simulation framework for the evaluation.

As a simulation framework, I chose SUMO, a free and open-source traffic
simulation suite. SUMO allows modeling of intermodal traffic systems, in-
cluding roads, vehicles, public transport, and pedestrians. SUMO includes
a wealth of supporting tools, which handle tasks such as route finding, visu-
alization, road network import from open street maps, and emission calcula-
tion.

In the examined scenario, besides the real traffic flow data, a traffic ac-
cident had to be generated. The authors of [133] suggest that manipulating
traffic lights could be a solution, so this approach had also been applied in
my simulations.

In the simulation, high-rank roads of Budapest’s suburb were examined
(M0 Budaörsi bevezető). Seven control points (using inductive loop detec-
tors) were placed on the map, as depicted in Figure 3.10. I simulated five
hours of traffic flow, which were similar to afternoon rush hours. The vehicles
were simulated with speedFactor = normc(1, 0.1, 0.2, 2), which means that
95% of the vehicles drove between 80% and 120% of the legal speed limit. In
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the beginning, I simulated normal traffic flow. After two and a half hours, a
one-hour-long traffic accident had been inserted near to cp2, so the effect of
the accident could be identified first on fe1,2 flow edge (Figure 3.12).
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Figure 3.11: Visualization of the TIAPA’s result. The examined control
point was cp2 (red dot), where the time lag is zero and the influence is 1.0.
Other influenced control points in the road network identified by TIAPA are
marked with blue dots.

The entry point of TIAPA was fe1,2 flow edge with tstart start time of the
simulated traffic accident. The result of TIAPA, is displayed on Figure 3.11.
The accident’s spreading tree shows that the farther control points were, the
bigger the detected time lags became, while the influences were decreasing
as expected.

3.6 Conclusion
One of the major problems in the transport systems of major cities is con-
gestion on the road network, which is often caused by unexpected traffic
incidents. Researching AID has a long history that has again become one of
the main subjects of research with the rise of new machine learning methods.
Quick and accurate detection of incidents can greatly reduce the negative ef-
fects they cause. The reliable and fast Automatic Incident Detection (AID)
allows city traffic operators to take preventive action to avoid congestion, as
well as route planners and forecasting systems to use this additional infor-
mation to improve planned routes and forecasts. In this chapter, I presented
two algorithms that I developed to detect and analyze traffic incidents.

120



0 100 200 300 400 500 600 700
Time [30 sec frequency]

0

1

2

3

4

5

6

Ve
hi

cle
 p

er
 h

ou
r

Traffic flow of the FlowEdge(2, 4)
Predicted flow
Current flow
Anomalous part

(a) Traffic flow of FlowEdge(2, 4)

0 100 200 300 400 500 600 700
Time [30 sec frequency]

0

1

2

3

4

5

6

Ve
hi

cle
 p

er
 h

ou
r

Traffic flow of the FlowEdge(4, 5)
Predicted flow
Current flow
Anomalous part

(b) Traffic flow of FlowEdge(4, 5)

Figure 3.12: On Figure 3.12a and Figure 3.12b the measured traffic flows
are depicted at cp4 and cp5, respectively. On Figure 3.12b the effect of
other connected roads can be seen, where the anomalous part starts to differ
compared to the anomalous part of Figure 3.12a

.

The proper implementation of incident detection requires understanding
and examination of traffic phenomena caused by incidents. Therefore, in
Section 3.1, I focused on becoming acquainted with the features defined by
the professional literature that are currently used for implementing AID. The
main AID methods from literature were then described in Section 3.2.

In the next step, the Trasient-based Automatic Incident Detection
(TBAID) method was presented, which utilizes an approach not yet used
in the professional literature to detect the occurrence of incidents. To do
this, I first created a new dataset using the PeMS database, which contains
452 incidents and their associated traffic data. The dataset has been made
publicly available for research purposes.

In addition to the new approach, new features and the XGB model were
both used in the TBAID method. The operation of my method has been
subject to detailed analysis, in which I have not only compared it with the
methods found in professional literature, but also used other classification
models in the evaluation of the results. For comparison, I used the standard
DR, MTTD and FAR metrics. The TBAID method achieved outstanding
97.22% DR, 1.56% FAR and 1.89-minute MTTD values. In the course of
the evaluation, I have also put great emphasis on managing the trade-offs
between the metrics and understanding how the performance of our method
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changes by setting different metric criteria.
After the development of the detection algorithm, I also wanted to exam-

ine and understand the effect of an incident. For that reason, I implemented
another algorithm, the TIAPA, which can discover the propagation pattern
of the congestion caused by an incident. The TIAPA can also quantify the
level of influence between road segments, and it also measures the timeliness
of the propagation. The operation of TIAPA was examined by SUMO sim-
ulations since a real-world dataset that contains all the required information
was not available.
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Chapter 4

Multivariate Symbolic Aggregate
Approximation (MSAX)

4.1 Introduction
The rapid development of smart city information and communication tech-
nologies provided many new public city services to the city dwellers, also
improving the effectiveness of existing services.

The appearance of ITSs provided the opportunity to integrate traffic data
collection and analysis with transportation intervention methods (through
traffic lights, V2X systems, city apps), constituting a fully-functioning, real-
time, and efficient transportation management framework [8].

For example, a traffic signal system [134] can modify the signal phase
settings adaptively to the current traffic state, which was measured with
the help of deployed sensor networks or cameras. From these devices, traffic
time-series data can be extracted, which are necessary to find the right traffic
light settings [66]. Smart parking solutions [135] should be part of ITSs as
a remarkable fraction of the overall motorist travel time is often spent on
the search of a free parking lot in the city. This search time can be reduced
by using the historical parking lot occupancy time series from the parking
spots in the city, providing an accurate prediction of the number of available
parking spots near at hand. These predictions help to reduce the congestion
near the parking sites, but the collection and processing of huge time series’
datasets are required. The effectiveness of the aforementioned systems can
be measured in several ways. One is the continuous monitoring of pollution
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levels [136] in urban areas, where time series data extracted from air pollution
sensors are used to measure the emission of the pollutants. With the fast
evaluation of these time series, basic information is gathered to take further
actions to reduce pollution level.

Parallel to cities’ infrastructure, devices of the city dwellers are developing
as well. An exciting example is Human Activity Recognition (HAR). HAR
uses smartphones equipped with accelerometer and gyroscope to provide rich
three-dimensional motion data [22]. The time series data from these sensors
can be used for various purposes such as Smart Healthcare [23], daily activity
classification [24] or elder care [25].

As the previous examples showed, time series datasets are generated from
many different data sources. However, data scientists face the difficulty of
efficient processing of these massive time series datasets [26], as they are used
in various smart-city-related data science fields like clustering [27], classifi-
cation [28], or anomaly detection [29]. These datasets generally have high
dimensionality and feature correlation. Furthermore, they also contain a
large amount of noise, which typically comes from inaccurate or erroneous
measurements.

The high dimensionality of such time series increases both the access time
to the data and the computation time needed for classification models or
for making clusters. Furthermore, visualization techniques need to employ
data reduction and aggregation techniques to cope with the high volume
of data that cannot be plotted in details at once [137]. In order to speed
up data mining tasks and reduce their storage space demand, many high-
level representations of the raw time series data have been proposed utilizing
dimensionality or numerosity reduction.

The well-known representations are Discrete Fourier Transformation
(DFT) [31], Discrete Wavelet Transformation (DWT) [32], Piecewise Aggre-
gate Approximation (PAA) [33, 34], Adaptive Piecewise Constant Approxi-
mation (APCA) [35], Singular Value Decomposition (SVD) [36] or Symbolic
Aggregate Approximation (SAX) [38]. All of these representations have their
own strengths and weaknesses, therefore choosing the appropriate represen-
tation always depends on the dataset and the scope of the work.

When the main goal is the identification of particular behaviors, pat-
tern recognition, or anomaly detection, one of the most prominent high-
level representation techniques is the Symbolic Aggregate Approximation
(SAX) [38] representation in which the subsequences of the whole time se-
ries are represented by symbols. Besides that, it also provides a distance
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measure, which makes possible the distance calculation between two distinct
sequences of symbols. Many extensions of SAX are available in the literature
[39, 30, 40, 41, 42], but none of them focuses on the time series which have
multiple variables.

Multivariate time series data is ubiquitous and broadly available in smart
cities since in many applications the investigated process is described by more
than one variable. For instance, a traffic monitoring sensor typically mea-
sures the traffic flow, occupancy, and speed variables simultaneously [12] or
smartphones equipped with accelerometer and gyroscope provide rich three-
dimensional motion data [22]. If the original SAX method is applied to the
distinct variables, a new symbol sequence for each variable is provided. The
problem with this approach is that in many cases, only the joint examination
of these variables could provide appropriate results because one variable does
not contain enough information about the investigated process.

In this chapter, a multivariate extension of SAX will be presented, which
allows representing multivariate time series with one sequence of symbols.
The resulting symbol sequence has the same equiprobability property as the
original SAX representation, and it also guarantees the same minimum dis-
tance measure.

Another challenge of using SAX is the appropriate setting of its param-
eters [138]. Assuming that the available data set is composed by M time
series of length N , the empirical parameter setting presented in [38] executes
O(M2) calculations for each parameter setting. The procedure proposed in
[38] is a computationally intense task because it tries all possible parame-
ter settings for all the M2 −M time series pairs. Unfortunately, the SAX
does not allow the usage of the well-known gradient descent optimization
procedure to find the best parameters, as the error function is not contin-
uous (caused by the symbolic transformation). In this chapter, I propose
a new parameter optimization method for SAX, which uses derivative-free
optimization algorithms to find the best parameter setting.

The rest of this chapter is organized as follows. In Section 4.2, the original
SAX is presented, then its extensions and SAX parameter optimization tech-
niques are introduced in Section 4.3. My multivariate solution is introduced
in Section 4.4. In Section 4.5, an improved distance method is presented,
which is suitable for a multivariate environment. The parameter optimiza-
tion method is proposed in Section 4.6, while in Section 4.7 my method is
applied on several datasets to measure its performance. Section 4.8 briefly
summarizes results of the performance evaluation.
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4.2 Symbolic Aggregate Approximation
(SAX)

The SAX offers dimensionality and numerosity reduction, and it provides
a distance measure between symbol sequences that bounds from below the
Euclidean distance on the original time series. Lower-bounding distance mea-
sures, which underestimate the Euclidean distance, are highly used in huge
time series databases. Using these cheap SAX estimations, a set of candi-
date time series can be found, which extremely useful for fast and efficient
searching in the database.

4.2.1 Time series normalization

The examined time series is normalized in the first step of the SAX. This
step is necessary, because without normalization the result is meaningless
[139].

Let X = {X1, X2, . . . , XN} denote a time series with length N . To
normalize X, the experimental mean, µ, and the experimental standard de-
viation, σ, have to be calculated first:

µ =
1

N

N∑
n=1

Xn, (4.1)

σ =

√√√√ 1

N − 1

N∑
n=1

(Xn − µ)2. (4.2)

Based on µ and σ the normalized time series, X̂, is obtained by

X̂n =
Xn − µ
σ

, n = 1, 2, . . . , N. (4.3)

The experimental mean and the experimental standard deviation of X̂ are 0
and 1, respectively.

4.2.2 Dimensionality Reduction via PAA

In the next step of SAX, the PAA dimensionality reduction technique is
applied on the normalized X̂ time series. The advantage of the PAA method
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is its simplicity and clear intuitive meaning, while it has been shown to rival
more sophisticated dimensionality reduction techniques like DFT and DWT
[140].

The PAA transforms an X̂ normalized time series to an X̌ =
{X̌1, X̌2, . . . , X̌K} time series with length K (K << N). The original X̂
time series is divided into K partitions. In each partition, the sum of the
values is divided by their mean. The kth element of the resulting X̌ time
series can be obtained as:

X̌k =
1⌈
N
K

⌉ dNK ek∑
j=dNK e(k−1)+1

X̂j, k = 1, 2, . . . , K − 1, (4.4)

X̌K =
1

N −
⌈
N
K

⌉
(K − 1)

N∑
j=dNK e(K−1)+1

X̂j.

If N is an integer multiple of K, then (4.4) simplifies to

X̌k =
K

N

Nk
K∑

j=
N(k−1)
K

+1

X̂j, k = 1, 2, . . . , K. (4.5)

4.2.3 Discretization step

The discretization step is the last step of the SAX method, which results in
a symbolic sequence. Since the normalized time series have Standard Normal
Distribution [141], the equiprobability [142] property can be easily ensured
by defining appropriate breakpoints.

Let A = {A1, A2, . . . , A|A|} be an alphabet of size |A| and F (x) the
cumulative distribution function of the Standard Normal Distribution. The
equiprobability breakpoints are B = {β1, β2, . . . , β|A|−1}, where

F (βa) =
a

|A| , a = 1, . . . , |A|−1.

By using these breakpoints, a sample X̌k from the X̌ time series, with
βa ≤ X̌k < βa+1 is mapped to symbol Aa. That is, the discretization step
results in the X̃ = {X̃1, X̃2, . . . , X̃K} time series, where X̃k is the Aa symbol
of the alphabet when βa ≤ X̌k < βa+1.
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4.2.4 Distance measure

In [38], the symbolic representation of the SAX method is supplied with the
MINDIST distance measure, defined as

MINDIST (X̃, Ỹ ) =

√√√√ 1

K

K∑
k=1

dist(X̃k, Ỹk)2, (4.6)

where X̃ and Ỹ are symbol sequences of the same alphabet A of size K,
and the dist(Ar, Ac) distance between symbols Ar and Ac of alphabet A is
defined as:

dist(Ar, Ac) =


0 if |r − c| ≤ 1,

βc−1 − βr if r < c− 1,

βr−1 − βc if c < r − 1.

(4.7)

The authors of [38] also proved that the Euclidean distance, defined by

DEuclidean(X,Y ) =

√√√√ 1

N

N∑
i=1

(Xn − Yn)2, (4.8)

is an upper bound of MINDIST for all K and |A| parameter combinations.

4.2.5 Parameter setting

The SAX method has two parameters to be set, K and |A|. K denotes the
number of partitions per time series and |A| is the size of alphabet A. When
approximating a massive dataset with SAX, these parameters have to be
chosen in such a way that the symbolic representation makes the best use
of the available primary memory [38]. To find the best parameter settings,
the authors of [38] empirically evaluated the tightness of the lower bound,
defined by

TLB(K, |A|) =
MINDIST (X̃, Ỹ )

DEuclidean(X,Y )
, (4.9)

where X̃ (Ỹ ) is obtained from X (Y ) using K partitions and an alphabet of
|A| symbols. The memory requirement of a parameter setting is characterized
by K log(|A|) and the best parameter set for a given available memory mem
is

arg min
K,|A|:K log(|A|)≤mem

TLB(K, |A|). (4.10)
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4.3 Extensions of SAX

The SAX representation has its own limitation. Since the SAX uses the
mean values of partitions for symbol mapping, it does not take into account
the trends (or directions) inside the partition. Because of this, it happens
sometimes that MINDIST between two partitions is zero based on the
mean values, while the two partitions have completely different trends. To
ease this limitation, extensions of the SAX method are proposed to eliminate
the distortion by the mean values.

A trend-based approximation, indicating the trend for each partition is
proposed in [30]. The three considered trend types are: up (U), down (D)
and straight (S). The trend type is determined by Least Square fitting of a
line on the data points within a partition. The slope of the best fitting line
characterize the trend of a partition which is attached to the symbol of the
partition. If the absolute value of the steepness of the slope is smaller than
an ε threshold it is considered as straight (S), otherwise it can be up (U)
or down (D) based on the positive or negative sign of the steepness. The
disadvantage of the method is that it is not suitable for distance calculation,
however it can be used for classification purposes.

Method Symbol series Ref.
SAX a a d c b a [38]
Trend-based SAX1 aU aU dD cS bS [30]
Trend-based SAX2 aUU aUU dDS cSD bUS aDD [143]
SAX Trend Distance (SAX-TD) a1.11 a0.62 d0.41 c0.82 b1.0 a0.55 [41]

Table 4.1: Extensions of the SAX method

Similarly, the Trend based Symbolic Aggregate Approximation (TSAX)
extends the SAX method with trend information [143]. TSAX adds two so-
called trend indicators to each partition. To determine trend indicators, the
partition is divided into three parts. Then the relation of mean values of the
consecutive parts is determined which results in two trend indicators. The
first trend indicator describes the relation between the first and the second
part of the partition, and the second indicator represents the relation of the
second and the third parts. The trend type can be up (U), down (D) and
straight (S), and they are calculated the same way as in [30]. The authors
also defined the corresponding distance measure, but they did not prove that
it has the bounding-from-below property.
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SAX-TD [42] also dealt with the missing trend information in SAX. In
the proposed method, a new trend distance measure was introduced which
has tighter lower bound to Euclidean distance than that of original SAX.

The 1d-SAX method, introduced in [40], is also a modified version of the
SAX method. In 1d-SAX, a symbol encapsulates the mean and the trend
of the partitions. The symbols are represented by bit strings in which the
first part describes the mean value and the second describes the trend value.
To determine the trend value, the 1d-SAX method fits linear regression to
the data points of the partition. Performance analysis showed, that the 1d-
SAX method improves the speed of searching in large databases, while the
dimensionality reduction ratio remained the same as in the original SAX
method.

In [39], SAX is extended by calculating the maximum and minimum
value of each partition in addition to the mean value. Therefore, each parti-
tion is represented by three symbols (symbol of min, max and mean). The
discretization step is same as in SAX. The ordering of the three symbols, sup-
posing the mean value is always in the middle of the partition, follows their
original position in the time series. This extension enables to use the same
MINDIST distance measure, thus it also has the lower bounding property.

[41] uses the standard deviation to improve SAX. According to authors,
when comparing the spread of different time series that have the approxi-
mately the same mean value, standard deviation provides the most valuable
information for a Gaussian distribution. In their representation, the stan-
dard deviation of a partition is attached to the partition’s symbol. With
the standard deviation, the distance measure is improved and the time series
classification also becomes more precise while the lower bounding property
still exists.

The other limitation of SAX is that the quality of the symbolic repre-
sentation highly depends on the right parameter selection. Authors of SAX
applied a brute force method, an exhaustive search of the optimal parameter
setting (summarised in Section 4.2.5), but this approach could be computa-
tionally intensive.

In [144], authors proposed AutoiSAX, which estimates the SAX param-
eters based on the complexity of time series data and the changing of the
standard deviation between partitions. Complexity Estimate (CE) is used
to estimate the partition size, K, based on the time series complexity, while
the standard deviation among partitions is used to estimate the alphabet
size, |A|, which results in distinct |A| alphabet sizes for the time series in the
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Figure 4.1: 1-dimensional and 2-dimensional example of MSAX. The 1-
dimensional case is identical with SAX.

dataset. Although their goal, obtaining the SAX parameters, was achieved,
the CE does not work well for capturing the complexity of diverse time series
data [138].

In DynamicSAX [138], the K partition size is estimated based on the
Shannon sampling theorem and adaptive hierarchical segmentation and the
|A| alphabet size is set based on the skewness of the experimental distribution
of PAA transformed time series.

The experimental results in [138] showed that the Shannon sampling
based partition selection outperforms the AutoiSAX in parameter setting,
however the algorithm does not take into account the memory limitation,
mentioned in Section 4.2.5.

4.4 MSAX

Thesis 3.1 I have proposed a new symbolic approximation method, the Mul-
tivariate Symbolic Aggregate Approximation (MSAX), which extends the
well-known SAX method to N dimensions. I have shown that MSAX
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achieves, on average, around 9% DRR on the examined datasets. Simultane-
ously, the accuracy of classification is increased by 22% on average compared
to the performance of the SAX. [B1]

As presented in Section 4.3, the literature is mainly focusing on the perfor-
mance improvement of univariate time series representations, while in many
applications, multivariate time series are available. Multivariate time series
describe the same process by more variables, so integrating the information
from these variables in one symbol sequence has better expressive power than
any other univariate solution. With a multidimensional distance function,
which bounds from below the Euclidean distance, a multivariate representa-
tion could be extremely useful for implementing various data mining tasks
like classification, pattern recognition, anomaly detection or searching, with
today’s huge time series databases.

In this section, I focus on the introduction of MSAX representation,
which is able to represent multivariate time series in one sequence of symbols.
During the construction of MSAX, I have kept in mind to preserve the two
essential properties of SAX: equiprobability and distance measurement.

Let the XV×N matrix denote a multivariate time series, where V is the
number of the variables and N is the number of the samples. The main idea
behind the representation is that I consider each of 1, . . . , V variables as a
"dimension" in a V dimensional space. My goal is to transform each data
sample from the V dimensional space to a single symbol which represents
a subset of the V dimensional space separated by the breakpoints of the
variables.

As an example, Figure 4.1a shows the simplest, 1-dimensional case, when
the symbols split the real axis into segments, which satisfy the equiprobability
property. This 1-dimensional case is identical with the original SAX. Figure
4.1b depicts a multivariate time series having two variables. In this case, the
horizontal axis represents variable 1 and the vertical axis variable 2. The
breakpoints of the two variables form a grid over the 2-dimensional space,
where each cell has an associated symbol of the alphabet.

In the 1-dimensional case, the equiprobability property means that all
symbols from the used alphabet have the same probability due to the equally
probable areas defined by the breakpoints (see Section 4.2.3). To preserve the
this property in the V dimensional space, the variables have to be pairwise
independent. In other words, each time series from the multivariate time
series have to be uncorrelated from each other.
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Let V̄ =
[
V1 V2 · · · VV

]T denote the vector of multi variate normal
distributed random variable, in which every Vv random variable represents
a time series, and T stands for the transpose. To check the independence of
two Vf and V l random variables (f 6= l), the Pearson correlation method can
be used, defined by

CorrVf ,Vl =
E[(Vf −µVf )(V l−µVl)]

σVfσVl
, (4.11)

where µVf and µVl are the expected values, σVf and σVl are the standard
deviations of the two variables obtained according to (4.1) and (4.2). If the
absolute value of CorrVf ,Vl is under a certain ε threshold, Vf and V l are
considered to be independent.

In most real world applications time series are not independent. Using
Singular Value Decomposition (SVD) it is possible to introduce a linear
transformation which converts the dependent variables to independent ones.

The covariance matrix of V̄ is

RV̄ = E[(V̄ −µV̄)(V̄ − µV̄)T ], (4.12)

which is a real symmetric positive semidefinite matrix. The SVD of RV̄ is

SV D(RV̄) = ΘTΛΘ︸ ︷︷ ︸
SVD

, (4.13)

where Θ is real unitary matrices, ΘTΘ = ΘΘT = I, and Λ is a real diagonal
matrix with non-negative diagonal entries.

Using the Θ and Λ matrices, I apply the following linear transformation
on V̄

Z̄ = Λ−
1
2 Θ(V̄ −µV̄), (4.14)

where Z̄ is the vector of transformed random variables Z1,Z2, . . . ,ZV . The
transformed random variables are pairwise independent because

RZ̄ = E[(Z̄ −µZ̄)(Z̄ − µZ̄)T ] = Λ−
1
2 ΘE[V̄ V̄T ]︸ ︷︷ ︸

ΘTΛΘ

ΘTΛ−
1
2 = I, (4.15)

where I is the identity matrix, which means that arbitrary Zf random vari-
able from Z̄ is independent of any other Z l random variable if f 6= l and the
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Figure 4.2: Flow chart of MSAX transformation

variance of every transformed Z i is 1. The transformation also ensures that
the mean of every transformed Z i random variable is zero, because

µZ̄ = E[Z̄] = E[Λ−
1
2 Θ(V̄ −µV̄)] = Λ−

1
2 ΘE[V̄ −µV̄ ] = 0. (4.16)

That is the transformed Z̄ vector is composed by independent standard nor-
mal distributed random variables.

4.4.1 Steps of MSAX

The MSAX transformation includes four major steps; see Figure 4.2.
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Figure 4.3: An example of MSAX representation when the multivariate time
series has 2 variables. The first two subfigures show the normalized and
PAA transformed values of the 2 variables, together with the symbols and
breakpoints. The alphabet size is set to |A| = 10 while the window size is w =
6. The generated 1 dimensional symbols are placed over the corresponding
windows. On the third subfigure the 2 dimensional coordinates (x, y) of the
MSAX representation are depicted.

Dependency Analysis

Dependency Analysis is required to decide whether the linear transformation
according to (4.14) is necessary or not. Given XV×N matrix, where V is
the number of the time series, N is the length of time series and Xv,n is the
nth sample from vth time series. According to Eq. (4.11), the correlation
coefficient between all time series can be calculated. If the absolute value
of all correlation coefficient is under a sufficiently small ε, the time series
of XV×N can be regarded as pairwise independent. In this case, the linear
transformation is not needed, therefore the next step is the normalization of
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time series, as stated in (4.3). Otherwise the linear transformation according
to (4.14) is inevitable.

Linear Transformation

In the Linear Transformation step, (4.14) is applied on the XV×N matrix.
The resulting matrix will be ZV×N , whose v, n element, Zv,n, is the nth
sample from the vth transformed time series. Each row (time series) of
ZV×N contains independent and normalized samples.

PAA transformation

In the PAA transformation step, I introduce the w window size parameter
which denotes the maximal size of a partition in PAA. I use the w instead
of K because the use of w accelerates the execution of the implementation.
The K parameter, which is necessary to execute the PAA transformation
(Section 4.2.2), is obtained as:

K =
⌈N
w

⌉
, (4.17)

where N is the length of time series and w is the window size.
The resulting ŽV×K matrix (K << N) will contain the PAA transformed

time series, in which Žv,k is the kth sample from the vth PAA transformed
time series.

Discretization step

In the discretization step, every Žv,k PAA-transformed value is translated
to symbols. While in SAX and its extensions a predefined table is used for
breakpoints’ calculation, I have defined a function which can determine the
breakpoints values depending on the alphabet size |A|. Using the inverse
of the cumulative distribution function of normal distribution, the quantile
function of the normal distribution can be constructed:

Φ−1(p) = µ+ σ
√

2 erf−1(2p− 1), p ∈ (0, 1). (4.18)

To ensure the equiprobability, the probability of each symbol from alpha-
bet A has to be 1

|A| . Modifying (4.18), for a = 1, . . . , |A|−1 the breakpoints

136



can be calculated in the following way

βa = µ+ σ
√

2 erf−1

(
2
a

|A| − 1

) µ = 0,
σ = 1

=
√

2 erf−1

(
2
a

|A| − 1

)
, (4.19)

where erf−1 is the inverse error function. Using the SAX discretization
(Section 4.2.3) combined with (4.19), the symbol sequence for each time
series can be calculated based on the |A| alphabet size, independent of the
alphabet itself. These operations produce the symbols in Z̃

V×K
.

In the last step, the symbols of matrix Z̃
V×K

is transformed to a final
symbol series Z̃ with length K. To shrink the matrix in one sequence, the
columns of the symbol matrix Z̃

V×K
are interpreted as new symbols from a

V -dimensional space. The symbols in the kth column of Z̃
N×K

will be the co-
ordinates of the symbol Z̃k (k = 1, . . . , K). This means, that a matrix Z̃

V×K

results in a symbol series Z̃ with lengthK, while a symbol Z̃k compresses one
column of the matrix. On Figure 4.3, a 2-dimensional example is depicted.
The first two subfigures plot the two time series with its symbol series with
length 18, which form the symbol matrix Z̃

2×18
. On the third subfigure the

2-dimensional coordinates (x, y) of the MSAX representation are depicted.
For instance, the coordinates of first symbol of MSAX representation is (h,
j).

4.5 The MSAX distance
Thesis 3.2 I have proposed the M_DIST distance measure that is able to
determine the distance between MSAX symbol sequences. I have shown that
M_DIST upper bounds the Euclidean distance. [B1]

Beside the equiprobability another important feature of the original SAX
is the possibility of distance measurement. Because of the PAA and the
discretization steps, there is an information loss which cannot be restored
from the transformed time series; thus the Euclidean or other well-known
distance function cannot be used. However well-known distance function
cannot be used, the authors of the original SAX defined the MINDIST
distance measure being able to calculate distance between symbol sequences.
The MINDIST distance is a proven bounding from below distance of the
Euclidean distance. The tightness of the lower bound depends on the w
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window size and |A| alphabet size. Some extensions of PAA do not pro-
vide the possibility of distance calculation, while this property is crucial for
MSAX usability. Without the distance measure clustering algorithms and
some classification algorithms cannot be used [145].

In this section, I define a new distance function which integrates the orig-
inal MINDIST function thus it keeps the important property that bounds
from below the Euclidean distance.

The MSAX distance measurement is the extended version of the
MINDIST , it reduces the V -dimensional distance calculation to a 1-
dimensional one. At first, let me examine the 2-dimensional case, where
we have a Euclidean space in which the axioms and postulates of the Eu-
clidean geometry can be applied. In this space, the breakpoints of the two
dimensions split the space to an irregular grid.
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Figure 4.4: Visualization of M_DIST distance calculation

Let us consider two arbitrary symbols, Ai and Aj, and determine the
distance between them. Obviously, if Ai = Aj, then the distance will be
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zero. If Ai 6= Aj, then eight different situations can be distinguished which
can be categorized in the following two groups:

1. Aj is in a horizontal or vertical direction to Ai (depicted on Figure
4.4a),

2. Aj is in a diagonal direction to Ai (depicted on Figure 4.4a).

4.5.1 Horizontal and vertical cases

In the horizontal and vertical cases, the two symbols have the same position
along one of the dimensions. Since same position means zero MINDIST ,
only the other dimension’s MINDIST has to be taken into account which
lower bounds the Euclidean distance. This idea is also valid with more di-
mensions, thus each dimension where the symbols’ positions are the same
can be left out from the distance calculation.

4.5.2 Diagonal case

The more interesting and more general case is the diagonal one, where none
of the two symbols’ positions are the same along any dimension. In two
dimensions, each symbol has its own rectangular cell; see Figure 4.4a or
Figure 4.4b. Because of the irregular grid of breakpoints, I can be sure that
the length of shortest path between two symbols (or rectangular cells) is the
distance between the nearest corners of the cells.

Using that observation, I just need to calculate the Euclidean distance
of MINDIST s. As you can see on Figure 4.4b, the MINDIST for each
dimension has to be determined at first, then the Euclidean distance can be
calculated based on the previous values. This method works similarly in V
dimensions:

M_DIST =

√√√√ V∑
v=1

(MINDISTv)2, (4.20)

where N is the number of the dimensions. (4.20) is sufficiently universal
to cover the horizontal and vertical cases (see Figure 4.4b) and because the
M_DIST uses theMINDIST , it also inherits the lower bounding property.
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4.6 MSAX Parameter optimization
Thesis 3.3 I have introduced a new objective function, which makes possible
the use of derivative-free optimization strategies to determine SAX or MSAX
hyperparameters. I have also proposed a formula that can determine the
optimal settings if the needed amount of memory is available. [B1]

As I mentioned in Introduction of the chapter, the fine-tuning of SAX
parameters is essential to achieve the right symbolic representation. In this
section, as the MSAX representation is highly dependent on the original
SAX, I have focused on the appropriate setting of |A| and w parameters of
SAX. In my solution, a new objective function has been developed which
supports the utilization of different derivate free optimization algorithms.
These algorithms converge to the global optimal setting for SAX and MSAX
but are also suitable for the parameter setting of several extensions of SAX.

To find the best setting, authors of [38] empirically determined the best
values by defining the tightness of lower bound (4.9). Unfortunately, this
measure does not support different optimization techniques because it uses
two time series in the tightness calculation instead of one. In case of a
dataset which contains M time series, this approach has to execute M2−M
calculations which makes the empirical parameter search much more compu-
tationally intense than it should be.

My proposed solution differs from (4.9) as it examines the dissimilarity
between the original raw time series and the time series’ SAX transformed
version. Dissimilarity (or error) comes from two sources: (1) PAA transfor-
mation, (2) symbolic transformation.

The error of the PAA transformation (4.4) with a certain w window size
comes from the difference between the mean value and the real value in the
certain windows. By increasing the w window size, the error gets bigger. For
calculating this error, the following equation can be used:

paa_err(X, w) =
K−1∑
k=0

w(1+k)∑
n=kw+1

∥∥Xn − X̌k+1

∥∥
1
, (4.21)

where K is the length of the X̌ time series, w is the currently used window
size, X is the original time series, X̌ is the PAA transformed version and
|| ||1 is the L1 normal distance.
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The error of the symbolic transformation comes from the quantization.
Each symbol Aa has an upper bounding βa+1 and a lower bounding βa break-
point (except the lowest and highest symbol). To calculate the error, each
PAA transformed value is compared to the mean of these two breakpoints:

sym_err(X, |A|) = w

K∑
k=1

∥∥∥∥∥X̌k −
u(X̃k) + l(X̃k)

2

∥∥∥∥∥
1

, (4.22)

where K is the length of the X̌ time series, w is the window size, X is the
original time series, X̌ is the PAA transformed version, X̃ is the result of
MSAX, u(.) function returns the upper bounding breakpoint of a symbol,
l(.) function returns the lower bounding breakpoint of a symbol and || ||1 is
the L1 normal distance.

Utilizing the paa_err and sym_err error functions, the optimization
problem of w and a parameters can be described by the following equation:

|A|, w : = arg min
|A|,w

{J(X, |A|, w)} =

= arg min
|A|,w

{paa_err(X, w) + sym_err(X, |A|)}. (4.23)

Because I did not set an upper limit for |A| alphabet size, I had got
extremely high |A| values (1000+) in the first executions of the optimiza-
tion algorithms. In real world scenarios these extreme parameter values are
pointless, so a simple L1 regularization had been added to the error function:

J(X, |A|, w)} =paa_err(X, w) + sym_err(X, |A|) + λ(|A|+w)︸ ︷︷ ︸
L1regularization

,

(4.24)

where λ is a parameter which controls the importance of the regularization
term.

In the original paper [38], authors mentioned that if we wish to approxi-
mate a massive dataset in main memory, memory limitation also have to be
taken into account during the parameter setting.

A symbol can be represented by a log2(|A|) long binary string if the al-
phabet size is |A|. If N is the length of the time series and w is the window
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size, the N
w

fraction determines the number of required symbols for the sym-
bolic representation. On the basis of the precedings, the mem memory limit
of the main memory modifies the Eq. (4.23) as

|A|, w : = arg min
|A|,w:N

w
log2(|A|)

{J(X, |A|, w)}. (4.25)

I have visualized the error surface to understand how the error behaves
for different combinations of the parameter values and how the mem changes
the feasible parameter range. For the visualization, all possible |A| and w
combinations have been calculated, for the |A|’s value range of [3, 200] and
w’s value range of [2, 50]. This method is identical to the original parameter
setting method.

As data source, datasets from [146] were used. During the error surface
calculation the different datasets gave distinct surfaces, however their shapes
were always similar to Figure 4.5.
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Figure 4.5: An example error surface.

Examining Figure 4.5, the effect of the parameters’ changing is clearly
observable. In case of small alphabet size values, the error is prominently
high, but the increase of alphabet size results in a hyperbolic decay until it
starts to increase because of the L1 regularization. The effect of window size
is quite the opposite. Higher window sizes cause higher errors, therefore the
window size should be kept low. Another interesting observation is the saw-
toothed edges of the surface. This is due to the memory limitation because
the parameter pairs which have higher memory demands than the current
limit cannot been calculated. Thus, when selecting the parameters, one
should tend to choose the smallest w and biggest |A| combination available,
while not exceeding the memory limit.
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To reveal the invisible parts of the surface, the available memory size
has to be increased. In Figure 4.6, the effect of memory size is depicted.
While the available memory size is increased the edges become smoother
and smoother, and better parameter combinations are to be found, since the
larger memory allows more accurate symbolic representation.
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Figure 4.6: The effect of memory size.

In the ideal case when enough memory is provided, the w window size
parameter can be set to 2 which is the lowest (and the best) interpretable
value. Replacing w with 2 in (4.25), the optimal |A| alphabet size can be
calculated based on the provided high memory mem:

N

2
log2(|A|) = mem ⇔ |A| = 2

2 mem
N . (4.26)

Unfortunately, determining the |A| alphabet size with (4.26) is not feasi-
ble in most of the cases, because the memory limitation does not allow the
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usage of w = 2 parameter setting. Thus, other methods have to be used
which can deal with the memory limitation.

Since the defined error function is not continuous because of the steps of
symbolic transformation, the usage of well-known gradient descent optimiza-
tion procedures are not possible. Therefore, to optimize the error function,
I have used different derivate-free optimization algorithms such as Covari-
ance Matrix Adaptation Evolution Strategy (CMA-ES) and Particle Swarm
Optimization (PSO).

Covariance Matrix Adaptation Evolution Strategy (CMA-ES) [147] is a
stochastic derivative-free numerical optimization algorithm for difficult (non-
convex, ill-conditioned, multi-modal, noisy) optimization problems. In this
evolution strategy, new candidate solutions are sampled according to a mul-
tivariate normal distribution. Taking the results of each generation, it adap-
tively increases or decreases the search space for the next generation by
changing the covariance matrix of the multivariate normal distribution. BI-
population CMA-ES (BIPOP-CMA-ES) [148] is a multistart extension of
CMA-ES; one starts with an increasing population size and another with
varying small population sizes.

Particle Swarm Optimization [149] is a computational method that opti-
mizes a problem by iteratively trying to improve a candidate solution with
regard to a given measure of quality (error function). The idea of Particle
Swarm Optimization (PSO) is to emulate the social behaviour of birds and
fishes by initializing a set of candidate solutions to search for an optima.
Particles are scattered around the search-space, and they move around it to
find the position of the optima. Each particle represents a candidate solu-
tion, and their movements are affected in a two-fold manner: their cognitive
desire to search individually (local), and the collective action of the group or
its neighbors (global).
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Figure 4.7: Comparison of optimization algorithms’ performance

The performance analysis has two purposes. First, my goal is to find the
optimization techniques which give the best result with my error function
and are also faster than the original one [38]. To compare the performance of
the different optimization methods on the datasets and check the correctness
of my error function, I use the [150] PSO implementation and [151] CMA-ES
implementation. To other hand, my goal is to check that my error function
truly results in a small w and big a combination.

The results are depicted on Figure 4.7a, however they always depend on
the current dataset and the right hyperparameter setting, thus the selection
of a single best optimization method is not possible.

The performance analysis indicates that almost every optimization al-
gorithm converges to a near optimal solution (the optimum is marked by
the purple dashed line on the figure), except the Local-PSO whose particles
stuck in the local minimums of the error surface. It can be seen that the
CMA-ES and BIPOP-CMA-ES converges faster to the best solution than
the two PSO methods. It can be also observed that CMA-ES and BIPOP-
CMA-ES gives the same results, so I recommend to use CMA-ES because
it has shorter execution time.

145



The execution time of the algorithms has been also compared to the
original (empirical) one [38]; see Figure 4.7b. As you can see, the methods
outperformed the original, but significant difference between them is not
observable on the examined dataset. The optimization algorithms achieved
almost a 10-fold speedup over the original, with my error function.

4.7 MSAX performance evaluation
In this section, I will present the results of the performance evaluation of my
MSAX method. At first, the used datasets is introduced, then the methodol-
ogy of the evaluation is discussed. For the sake of reproducibility of evaluation
results, I made my implementation publicly available [152].

4.7.1 Datasets

The used datasets are provided by the UCI Time Series repository [146].
Since my goal was to develop a new method which improves the SAX per-
formance in case of multivariate datasets, I chose 9 multivariate smart city
related datasets. During the selection of the types of the datasets, I focused
on real Human Activity Recognition (HAR) datasets, as they can provide
significant information for the optimization of smart city services (like daily
activity classification). They have from 3 to 14 variables. Each dataset is
divided into a training set and a testing set which are 80% and 20% respec-
tively. The chosen datasets contain classes ranging from 2 to 22, are of size
from dozens to thousands. The classes are the possible categories to be pre-
dicted. For example, a HAR dataset typically contains standing, walking,
going up/down stairs, etc., classes.

4.7.2 Methodology

For the performance evaluation of my solution, I applies a classification task
on the datasets, where the classification accuracy measure is the basis of
the comparison. Since the First Nearest Neighbor (1-NN) algorithm is the
standard time series classification method for comparison in the literature, I
also use it during the evaluations. In general, 1-NN will not give the best
classification result, but the performance of symbolic representations can be
easily measured.
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Beside the classification accuracy, the other important performance met-
ric is the Dimensionality Reduction Ratio (DRR) [42] which can express the
compactness of a symbol sequence compared to the original. DRR can be
calculated using (4.27).

DRR =
Number of reduced data points
Number of original data points

(4.27)

In the analysis, Multivariate Symbolic Aggregate Approximation
(MSAX) is compared to SAX. For the sake of fairness, MSAX and also
SAX use my M_DIST distance measure too, which makes possible to cal-
culate distance in case of multiple variables (as the original SAX cannot
handle multivariate time series).

During the performance analysis, the best |A| and w parameters for each
dataset are determined by the CMA-ES optimization method using my ob-
jective function with N = 5000 and mem = 10000bits. In large proportion
of real life applications, it is crucial to get fast feedback from the classifica-
tion method. Thus, instead of comparing the whole time series, bag-of-words
[153] method is used in which the whole symbol sequence is split to smaller
subsequences that incorporate the words. I have to highlight that the right
word size always depends on the length of the patterns in the investigated
dataset. Therefore, I use the same word size for all datasets because my
goal is the comparison of the two approximation methods. Based on my
experiments, I set the word_size to 30, because it is long enough to capture
essential patterns in general.

4.7.3 Results

The overall classification results are listed in Table 4.2, where entries with
the highest classification accuracies and lowest DRR are in bold.

Since one of the important features of the SAX representation is its di-
mensionality or numerosity reduction, I have compared the dimensionality
reduction of my method with the SAX. The result of the dimensionality re-
duction basically depends on the value of w window size. In my experiments,
the value of w was typically under 4, since the optimization process tries to
find the most accurate parameter setting, which yields the low w values.

The MSAX method always achieved better DRR results compared to
SAX in the case of the investigated datasets. It is due to the fact that
MSAX can highly increase the express power of one symbol depending on
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the number of the variables of the data. Based on Table 4.2, MSAX can
reduce the number of data points to under 4% of the original number of data
points in some cases, while the classification accuracy is between 90% and
100% using 1-NN. In average, MSAX decreases the DRR by 31 % compared
to SAX.

Examination of classification results shows that MSAX performs better in
the majority of the investigated datasets, even though SAX and MSAX used
the same distance measurement. From the nine datasets, MSAX surpasses
SAX in seven cases. In the other two cases, the difference between the
two methods’ accuracy was minimal. The reason behind the good results
is the Independency Transformation which removes the noise parts between
the variables. The MSAX improved the classification accuracy by 22 % in
average when compared to the results of the SAX.

4.7.4 Execution time of MSAX

Another important criterion of the usability of the MSAX is its execution
time. To examine the performance of MSAX from this aspect, I need to
check the effect of the growth of the number of variables (dimensions). For the
evaluation, the EEG dataset was chosen because it has the highest number of
variables (14 distinct variables and 209 720 data points) from the investigated
datasets.

I start the evaluation with the first variable from the dataset. In every
forthcoming step, I add the next variable to the set of analyzed variables
until I reached the 14 variables overall. In each step, the execution times of
MSAX and the SAX are measured. In the case of MSAX, it was enough to
execute the method only once, while for the SAX it had to be applied for
the current variables separately, because it can handle only one variable at a
time.
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Figure 4.8: The execution times of SAX and MSAX and their ratio.

The execution times of SAX and MSAX are depicted on Figure 4.8,
where the red line represents the MSAX, while the green represents the
SAX. The execution time increases linearly with the number of variables in
both cases. As I expected, the execution time of MSAX is always higher
because of additional computations like Independency Transformation (see
Section 4.4.1). On the same Figure, the light purple area depicts the ratio
of the two execution times (MSAX

SAX
). As you can see, MSAX requires around

50% more time to calculate the symbolic representation, which is only 0.003
second in average. By raising the number of variables the execution time
ratio slightly decreases. Much more importantly, it increases the express
power of the symbolic representation significantly, while the price is only a
low additional cost in execution time.

4.8 Conclusion
In past decades, the evolution of big cities was followed by the emergence
of smart city technologies. These new technologies enable in-depth analysis,
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optimization of public city services, and new modes of governance. How-
ever, as the cities’ infrastructure develops, the emerging data sources start
to generate massive datasets. These datasets generally have high dimension-
ality and feature correlation. Furthermore, they also contain a large amount
of noise, which typically comes from inaccurate or erroneous measurements.
Currently, the efficient and accurate processing of smart cities’ enormous
time series datasets poses a particular challenge to data scientists. To over-
come this problem, many high-level representations of time series have been
proposed, including Fourier transform, wavelet transform, or symbolic rep-
resentation. All of these representations have their own strengths and weak-
nesses, therefore choosing the appropriate representation always depends on
the dataset and the scope of the work.

In this chapter, my goal was to develop a new solution that helps the data
scientists to handle massive multivariate time series datasets. I have proposed
the Multivariate Symbolic Aggregate Approximation (MSAX) method that
is an extension of the widely used SAX. The advantage of MSAX is the
ability to encapsulate multivariate time series in a simple symbol sequence.
During the introduction of the method, the idea and the steps of transforma-
tion were discussed in a detailed manner. I have shown that MSAX fulfills
the equiprobability property, so it has the same guarantees as the original
SAX method. The performance analysis of MSAX also showed that the
method can achieve remarkable data reduction rates depending on the di-
mensionality of the time series, while the MSAX symbol sequence is still
useful for data mining and machine learning tasks.

In addition to the multivariate symbolic transformation, I have proposed
the M_DIST distance measure that is able to determine the distance be-
tween MSAX symbol sequences. I have shown thatM_DIST upper bounds
the Euclidean distance, so it provides the same properties as the SAX’s dis-
tance method. During the evaluation, I used MSAX and M_DIST to
classify multivariate smart city datasets. Similarly to other methods of the
professional literature, I applied 1-NN for performance comparison. My
studies showed that MSAX outperforms SAX while the execution time of
the transformation process does not increase significantly. The explanation
of the good results can be the better expressive power and generalization
capabilities of MSAX symbols compared to SAX symbols. However, I did
not utilize it for clustering tasks during the performance evaluation, but
M_DIST can also be used as a distance metric for these tasks.

The second part of the chapter focuses on the optimization of the |A|
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alphabet size and the w window size. The optimization of these parameters
poses a serious challenge to data scientists because the well-known gradient
descent optimization strategies cannot be applied since the error function is
not continuous. The right parameter setting has fundamental importance
because the accuracy of symbolic approximation methods highly depends
on it. To overcome this problem, I have defined a new objective function,
which makes possible the use of derivative-free optimization strategies to set
SAX or MSAX hyperparameters. I have also proposed a formula that can
determine the optimal settings if a great amount of memory is available. The
importance of the objective function is that it supports the SAX, together
with the extensions of the SAX too.
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Chapter 5

Conclusion

Besides the numerous advantages of big cities, complex and challenging prob-
lems have been revealed since the continuously growing cities are becoming
increasingly overcrowded. Currently, one of the major problems of big cities
around the world is the frequent occurrence of traffic-crippling congestions.
For the big cities, it is crucial to reduce the number of emerging traffic con-
gestions and to moderate the congestions’ negative effects. Thanks to the
rapid development of the road infrastructure, more and more traffic data
is becoming available, which can be used to optimize traffic management
methods. The utilization of massive datasets collected from smart cities in-
frastructure could help to eliminate the negative effects of traffic jams. In
my dissertation, I focused on traffic data analysis and the development of
traffic prediction and anomaly detection methods to help optimize traffic
management solutions.

In Chapter 2, my goal was to create a traffic prediction model, which can
incorporate real-time traffic congestion data to improve prediction accuracy
on frequently congested roads. To accomplish the goal, in the first step,
I proposed the SCPP, which is capable of using gathered congestion data
to find frequent traffic jam propagations. The results of my investigation
clearly showed that SCPP carries out its task significantly faster and more
precisely than the other solution while also adding frequency information to
the output, further aiding the refinement of the road network analysis and
the visualization of propagations.

In the next step, I wanted to determine the probabilities of congestion
patterns, and I was also curious about the expected propagation times. This
information can be used to refine the output of traffic predicting methods
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for longer time periods. I have proposed the CPMA model, which is the
first to be able to determine the expected propagation times as well as prop-
agation probabilities for any propagation pattern by using Markov chains.
My method was subjected to detailed performance analysis using a dataset
extracted from real road networks. In the performance analysis, I examined
how accurately my model determines the propagation time and probability.
According to my study, the measured error of CPMA model was minimal
compared to the length of the propagation times.

In the final part of Chapter 2, I presented the Congestion-based Traffic
Prediction Model (CTPM), which can integrate congestion propagation data
as an exogenous data source. The structure of the CTPM and the features
used have been described in details. The developed model can be used in
conjunction with any previous model, so there is no need to replace already
well-functioning methods. The performance studies were carried out along
different prediction horizons and base prediction models. My studies showed
that the use of congestion data in this way significantly improves the accuracy
of the forecasts. The results also successfully showed that congestion data is
an important data source for traffic prediction models.

The other major class of traffic jams besides the frequently recurring con-
gestions is the class of unexpectedly occurring congestions that are mainly
caused by traffic incidents. Quick and accurate detection of these incidents
can greatly reduce their negative effects. The reliable and fast Automatic In-
cident Detection (AID) allows city traffic operators to take preventive action
to avoid congestions, as well as route planners and forecasting systems to
use this additional information to improve planned routes and forecasts. In
Chapter 3, I focused on developing algorithms to detect and analyze traffic
incidents.

As a first step, my goal was to examine traffic phenomena caused by
incidents since the proper implementation of incident detection requires the
understanding of these phenomenas. I also focused on becoming acquainted
with the features defined by the professional literature that are currently
used in current implementations AID.

In the next step, I introduced the Trasient-based Automatic Incident
Detection (TBAID) method, which utilizes an approach not yet used in the
professional literature to detect the occurrence of incidents. The operation
of my method has been subject to detailed analysis, in which I have not
only compared it with the methods found in the professional literature but
also used other classification models in the evaluation of the results. For the
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evaluation, I created a new dataset using the PeMS database, which contains
452 incidents and their associated traffic data. The performance analysis
showed that the TBAID method achieved outstanding results compared to
other detection methods.

After the development of the detection algorithm, I also wanted to exam-
ine and understand the effect of an incident. For that reason, I implemented
another algorithm, the TIAPA, which can discover the propagation pattern
of the congestion caused by an incident. The operation of TIAPA was ex-
amined by SUMO simulations since a real-world dataset that contains all
the required information was not available.

In the last chapter, I focused on a more general problem with smart
cities’ massive time-series datasets. In past decades, the evolution of big
cities was followed by the emergence of smart city technologies. As the
cities’ infrastructure developed, the emerging data sources started to generate
massive datasets. These datasets generally have high dimensionality and
feature correlation.

In Chapter 4, my goal was to develop a new solution that helps the data
scientists to handle massive multivariate time series datasets. I have proposed
the Multivariate Symbolic Aggregate Approximation (MSAX) method that
is an extension of the widely used SAX. The advantage of MSAX is the
ability to encapsulate multivariate time series in a simple symbol sequence.
I have shown that MSAX fulfills the equiprobability property, so it has the
same guarantees as the original SAX method. The performance analysis of
MSAX also showed that the method can achieve remarkable data reduction
rates depending on the dimensionality of the time series, while the MSAX
symbol sequence is still useful for data mining and machine learning tasks.

In addition to the multivariate symbolic transformation, I have proposed
the M_DIST distance measure that is able to determine the distance be-
tween MSAX symbol sequences. I have shown that the M_DIST up-
per bounds the Euclidean distance, so it provides the same properties as
the SAX’s distance method. During the evaluation, I used MSAX and
M_DIST to classify multivariate smart city datasets. My studies showed
that MSAX outperforms SAX while the execution of transformation does
not increase significantly.

The second part of the last chapter was focused on the optimization of
the |A| alphabet size and the w window size. The optimization of these pa-
rameters poses a serious challenge to data scientists because the well-known
gradient descent optimization strategies cannot be applied since the error
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function is not continuous. To overcome this problem, I have defined a new
objective function, which makes possible the use of derivative-free optimiza-
tion strategies to set SAX or MSAX hyperparameters. I have also proposed
a formula that can determine the optimal settings if a great amount of mem-
ory is available.

In my dissertation, I have covered three overlapping topics: integrating
external data sources in traffic prediction models, automatic incident de-
tection, and processing of multivariate smart city time-series datasets. By
utilizing congestion data, I successfully improved the accuracy of state of the
art traffic prediction models. I have made a great effort to build an accurate
and fast Automatic Incident Detection (AID) method, which can improve
traffic management systems’ performance. Finally, I proposed a novel sym-
bolic transformation, which makes possible to encapsulate multivariate time
series in a simple symbol sequence.
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